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1 Executive summary 

This deliverable, D7.3, presents the work conducted within Work Package 7 (WP7) by the different 

partners during the third year of the 3D-COFORM project.  In Year 3, work has continued on the 

individual browsing tools and on the shape and material search engines.  In parallel, partners have 

continued to work on the integrated viewer/browser (IVB). 
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2 Introduction and Objectives 

Work Package 7 has three objectives: development of user-facing tools for searching and browsing 3D 

cultural heritage content based on text, metadata, shape, and materials (T7.1), technologies to enable 

advanced shape- and material-based search (T7.2), and finally, the integration of all partners' viewing, 

browsing, and search functionality into the IVB (T7.3).  Some changes in approach are reported, 

however, the overall goals of WP7 for Year 3 and over the course of the entire project remain 

unchanged, and remain on schedule. Major activities performed and results obtained in Year 3 are: 

In T7.1, further work was performed on the Site Explorer to include the ability to directly retrieve 

objects from the RI, expanded navigation possibilities, and new interactive elements including a way to 

present meta-information to the user in context. PhotoCloud has been upgraded with several new 

features to provide intuitive tools to fit pictures and scan data. 

In T7.2, several improvements are reported on Shape Search. By introducing re -ordering and learning 

methodologies, shape search results have increased in usability, effectiveness and robustness. On 

material search an alpha version is in place, and further work is planned for the next period. 

For the components contributing to the IVB (in T7.1, T7.2 and T7.3), partners have continued to improve 

the development including basic query and browsing functionality, new redesign of the Viewing and 

Annotating (details in D6.3 – Third Year Report on WP6) components, as well as stand-alone versions of 

the shape and material search services.   

The overall organization of the document is as follows. Section 2 gives a brief presentation of the  project 

structure. Sections 3 to 5 present in detail the work done in Year 3 and the results obtained in tasks T7.1 

T7.2 and T7.3.  The representation is not strictly according to an explicit breakdown of the tasks but also 

follows the actual organization of work during Year 3.  Finally, the publications produced so far are listed 

in Section 6. 
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3 Viewer/Browser Components 

3.1 Work Planned 

The responsibilities within the IVB have been changed; hence CNR-ISTI is now responsible for the 

Searching and Browsing components, while Fraunhofer is now responsible for the Viewing and 

Annotating components. This decision was taken given the interdependencies that the previous 

arrangement was imposing. The new organization of the work enables a faster and flexible development 

process. Thus, the detailed plans from the second year are not valid; nonetheless the overall goals 

within the IVB are clear and defined from the beginning of the project and these have not been affected. 

With respect to the Site Explorer further work was performed to include the ability to directly retrieve 

objects from the RI, expanded navigation possibilities, and new interactive elements including way s to 

present meta-information to the user in context. PhotoCloud has been upgraded with several new 

features to provide intuitive tools to fit pictures and scan data. 

3.2 Work performed 

3.2.1 Site explorer 

During Year 3, Site Explorer has been developed to add integration with the RI allowing the retrieval of 

3D objects and images, and the ingestion of the completed site. The site is stored as a file which lists the 

UUIDs of the objects in the scene and their positions. This means that when the site is retrieved by 

another user the objects are retrieved from the RI and arranged in the same manner. This would allow 

multiple users to work on a hypothesis, or hypotheses, of the layout of a site without needing to 

exchange data files. 

UEA has continued to work on the Site Explorer in order to improve the usability and performance of the 

software. By clicking on objects in the 3D scene users can see some of the relevant metadata associated 

with an object. Work has been carried out towards implementing a grouping function whereby several 

objects relating to a single position (e.g. several documents which relate to a single location, or several 

objects which may have occupied the same location at various times) can be grouped together at a 

single node to increase accuracy and lead to cleaner and simpler scenes. Camera controls have been 

improved to provide smoother movement. The ability to create a local backup of a site has been added, 

allowing the site layout to be viewed when not connected to the RI. 
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3.2.2 IVB Search and Browse 

Following the release of the new C++ Repository Interface (RI), the old Java plug-in and wrapper classes 

have been removed, and the data flow reorganized to match the new API, in particular due to the new 

thumbnail service and the availability of direct HTTP access to datasets. Particular care has been taken 

to keep the interface responsive during calls and to support multiple concurrent queries and downloads. 

The IVB now supports multiple tabs and windows, bookmarking of searches and result sets, past 

searches and it has a basic download manager. 

FORTH released an improved set of fundamental categories and relationships and corresponding query 

fragments which have been organized into XML configuration files; the queries to the repository are 

assembled from these fragments according to the user input. Fine tuning of the complex queries 

required by the categories and relationship system can therefore be performed independently from the 

IVB C++ development. 

The adaption of the query templates from the previous period and the templates for the visualization of 

the results has required some work, in order to incorporate a set of good practices for ingestion of RDF 

files (such as the use of L4F.has_preferred_label), the reorganization of type, MIME types and units. 

Finally, the search interface and the result page (Figure 1 and Figure 2) have been simplified and 

polished, including support for autocomplete (Figure 3), copy and paste, drag and drop of entities. 

 

 
 

Figure 1 : The updated interface explained. 
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Figure 2 : About and type fields 

 

Figure 3 : The interface supports autocomplete option. 

 

3.2.3 IVB View and Annotate 

 

The previous version of the IVB has been included in the testing and training plans of the project, in 

order to gather feedback from the CH professionals. Thus, the corresponding documentation for its 

installation, its testing protocol and its questionnaire were produced and released. The main objective of 

the new design was to integrate the viewing and annotating component in a single interface, in order to 

enable a more intuitive annotation process, according to the feedback from the practitioners. Figure 4 

presents the new interface, integrating viewing and annotating in a single view. Additional elements and 

characteristics were designed and implemented, for instance the concurrent visualization of 3D 

artefacts. There is a main viewer (left top 3D window), where actions are executed (e.g. geometric 

definition) and the additional available 3D artefacts are collected in tabs on the right side, thus the user 

can switch between them without affecting the workflow. 
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Figure 4: Integrated viewing component supporting concurrent visualization and the geometric definition 

with manual segmentation and with a geometric primitive. 

 

Figure 5: Information sheet (top) and annotating interface (bottom) of the viewing component. 

 



11 

 

Moreover, the main viewer is provided with information sheets, where details about the visualized 3D 

artefact are presented. The sheets also provide information regarding the areas, segments and 

annotations of the visualized artefacts. The fields of the sheets can be exchanged and activated / 

deactivated, according to the user needs, and these can be used to sort the presented information 

(Figure 5, top). The user can use the information in the sheets to highlight it on the 3D artefact or to 

drag and drop it to the annotating interface. Figure 5, bottom, shows the annotating interface - the 

details are explained in the deliverable D6.3 Task 6.2. The concepts behind the IVB, including the viewing 

and annotation component were published at VAST 2011 ([5]). Additionally, the first state-of-the-art in 

3D annotation was submitted to Eurographics STAR 2012 ([6]) and a short version was presented in 

public 3D-COFORM STAR Workshop at VAST2011.  

 

3.2.4 PhotoCloud  

The implementation work of PhotoCloud has been finalized in Year 3. CNR has much improved the 

PhotoCloud prototype under several aspects, making it more flexible, efficient, and ameliorating its 

interactive interface. This tool supports the easy browsing of dense photo collections of artefacts or 

sites by means of an intermediate 3D reconstruction. The user can browse sets of photos stored in the 

(remote) repository either by directly manipulating the corresponding 3D model, or via a visual 

presentation of the viewpoints from which the photos were taken. In addition, the user can visualize 

multiple images from similar viewpoints but at different times by keying the images whose viewpoints 

are relative to the same approximate 3D model. As an example, PhotoCloud can directly read the output 

of ARC 3D to visualize images in relation to the model that ARC 3D has generated.  

The interface presents an interactive 3D view of the point cloud or of the triangle mesh, with a selection 

of images from nearby viewpoints along the bottom.  Various rendering options are available to render 

these images in context within the 3D view. As planned, a lot of effort has been performed in developing 

PhotoCloud version 2 during Year 3.  Improvements include a number of major, new or ameliorated 

features: 

 Increased support for different typologies of 3D data. Specifically, it is now possible to navigate 3D 

scenes of many forms: polygonal meshes produced by standard active scanning processes, in addition to 

the already supported ARC 3D point clouds. Internally, this has required a major update, re-definition, 

and generalization of the data structures; 

 New ways to visualize the 2D images within the 3D scene.  In particular, a new technique has been 

developed to project an image onto the rendered 3D model on the fly (see Figure 6). By using our 

projective textures, it is no longer necessary to first produce a texture-mapped model. As an advantage, 

this allows users to dynamically compare the scene evolution by navigating through images shot from 

nearby views at different times; 
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 Synchronized visualization and navigation of 3D scenes and sets of images aligned onto it. At any 

moment, the current view of the 3D scene affects the set of images the user can select. This 

synchronism is also granted when an image is selected, moving the view of the scene towards the view 

of the selected image. Therefore, the user can both browse images through the 3D visualization and 

navigate the 3D scene through the 2D images with continuity; 

 Remote visualization of the datasets. This has been achieved through the implementation of efficient 

multi-resolution prioritized data structures for both the 3D and 2D data and the development of an 

efficient priority-based caching system; 

 Integration with the IVB and RI. Although PhotoCloud will remain a stand-alone tool, the plan is to 

support the searching and the retrieving of models and associated image collections from the RI within 

the IVB, which will then invoke PhotoCloud to visualize them. Integration with the RI is under 

development and will be finalized in the first quarter of Year 4; 

Finally, we improved and extended the GUI. The 3D scene can be freely navigated by intuitively 

interacting with the keyboard and the mouse. Besides, images can be selected directly inside the 3D 

visualization, by selecting small iconic representations of those images which are shot approximately in 

the same direction of the current view. Alternatively, images can be selected in the bottom 2D 

navigation bar, which emphasizes the nearest shots to the current view. Despite the tool complexity and 

the high level of integration of the various components, all GUI elements are kept as simple as possible 

to obtain a user-friendly, intuitive interface (see Figure 7). 

 

Figure 6: The PhotoCloud interface. The nearest image to the current scene view is projected onto the 3D 

scene. Other images are represented by 3D iconic frames (in white) and by small thumbnails at the 

bottom. 
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The resulting PhotoCloud v.2 system has been available in beta version since beginning of summer 2011. 

Then, after an extensive (internal) debugging and testing phase in which all known major issues were 

solved, it has been deployed and officially released to the partners on 23 September 2011.  

 

Figure 7: Integrated visualization under PhotoCloud. Our projective texturing technique allows on-the-fly 

projection of images on the 3D scene. This results in a seamless joint representation of the images and 

the 3D scene. 

Finally, two scientific papers has been written and submitted to international journals (revision 

pending). 

3.3 Deviation from work plan 

In the Year 2 report, one of Site Explorer’s plans for Year 3 was to include prerecorded routes for 

navigation. This feature has not yet been implemented. However, many other navigation options have 

been implemented, including trackball navigation (to rotate freely around a single subject), an overview 

camera which allows the user to fly above the scene and ascend or descend as desired, and a “first 

person” style navigation camera. The lack of prerecorded routes is therefore considered a minor 

deviation, and they are expected to be implemented soon. On the level of the IVB, a new interface with 

new interaction concepts was implemented. The third year work plan has been fulfilled according to the 

DoW.  
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3.4 Plans for the next period 

Future plans for the Site Explorer include a more advanced retrieval interface to aid with finding objects 

e.g. it may be possible to use geo-location metadata to suggest a series of related objects. Queries need 

to be formulated to allow querying for the time periods in which objects existed. Improvements to the 

UI are also planned in order to present more data to the user through metadata information (e.g. 

perhaps relationships between objects in the scene can be presented to the user) and to enhance 

navigability of the scene.  

The development of the IVB viewing component will be consolidated in the final period of the project. It 

will be included in the testing and training plans and additionally it will be bilaterally tested with 

selected CH professionals, following a similar experience with the VAM in this period. PhotoCloud: 

Integration with the RI will be finalized in the first term of Year 4; debugging and use in deployment 

experiments. 
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4 Shape and Material Retrieval Services 

4.1 Work Planned 

The shape and material retrieval services constitute the "back-end" services in WP7, and are housed in 

T7.2.  These services are responsible for servicing queries based on object shape and material 

properties, which are complex problems that cannot be easily handled within the MR or OR.  As such 

they are responsible for precomputing and indexing the necessary object features to perform these 

searches, and for responding to queries from the RI based on their internal databases.  The logical 

structure of these services and their communication with the RI has been determined and specified in 

WP3, and is documented in D3.2. 

The goal for Year 3 has been:  

 to deliver a final version of the shape retrieval tool; 

 integrate the beta version of the shape search engine into the OR and IVB; 

 as discussed during the demos for Year 2 progress, the possible improvement of the shape search and to 

allow potential options of user feedback; 

 the integration of the material search in the RI, allowing material queries for the QFI. Additionally, 

improvements concerning the retrieval and classification results of the material search should be 

considered. 

4.2 Work performed 

The work on the shape and material search in Year 3 has focused on the following areas. 

4.2.1Tool and Integration 

The final version of the Shape Search Tool is ready. This work has been on track in terms of time and we 

have been able to achieve most of our targets already. In line with the goals of Year 3, work on 

integration of the shape search with the existing tools is ongoing and will be ready for demo in the 

Review meeting of February 2012.  

Several changes have been made in the communication protocol. The basic structure of communication 

needed to be changed since the feature calculator will be placed on the virtual node (machine of the 
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partner) and server’s access is only to the feature of the shape. This solution ensures that the data of the 

partner remains private. The Shape search algorithm runs on the central server (see Figure 8). 

 

  

(a) (b) 

Figure 8: Structure of the communication. (a) Old version where no privacy of partner’s data included. (b) 

New version where there is no outside access to partner’s data. 

In order to test the communication between server and a possible client during development,  we 

provided dummy code for feature extraction and shape search. This was used to figure out problems of 

integration and check whether input/output format is sufficient. The tests with the dummy code 

evolved to a beta version of the communication protocol. It allows basic functionality and meaningful 

results. It computes global Shape distribution [Osada'02] descriptor for the given shape and uses 

distance between this descriptor to compute the shape similarity. In the coming months, we will focus 

on the integration of the final version of the shape search tool. 

Third year work develops on the second year shape search tool :  

 We significantly improved the performance of the shape search method presented in [1,2]. 

Our shape search research has culminated in a stable final version of our tool. 

 Then, we provided the integration ready dummy version of the shape search and the beta 

version is ready which allows performance of the shape search on the OR data (Note: the RI 

has recently been re-designed and therefore we have re-implemented our tool to account for 

this). We extended the number of methods of retrieval to cultural heritage data and 

developed new methods to improve the shape search performance. The improvement of 

shape search performance was evaluated on the state-of-the-art data-sets. 
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 As it is important to understand what the user is looking for, we also presented a user 

feedback algorithm to incorporate the user into the search process. In this case, the user can 

select relevant information and the algorithm re-orders its search to account for this. We 

showed its promising results, but more research of this area will be done in the next months. 

 In addition to this, we investigated the structure of 3D objects [5] for localization of parts, 

dense matching and partial retrieval with state-of-the-art results in these applications. In [4], 

we showed how to use shape search algorithms for object segmentations. 

 

4.2.2 Shape Search 

Several improvements have been achieved on the level of  shape search. The effectivene ss of  shape 

searches or queries depend on learning and employing knowledge specific to the object of interest. In 

this context, using machine learning for object recognition, detection and segmentation can make a 

large difference. We have made progress in improving shape search from the following:  

 Re-ordering: How to improve shape search based on the geometry of the shape. 

 Learning from user feedback: Can corrections from the user for a query result be used to modify 

our understanding of returning better results?  

 Scene segmentation: How to learn from object class information to segment shape? 

 Learning object structure: What can shape structure tell us? For example, can we learn graphs 

(stickman models) of objects (animal classes) to discover them more effectively in scenes?  

Shape features are the key for the shape search. Every shape is described by the set of local 3D SURF 

features. The idea behind these types of features is that the pair of features surrounded by the similar 

part of the shape will have similar descriptors, and features with different neighborhood (e.g. corner 

and center of the pane) will have different descriptors (see also Figure 9): 

1. 3D SURF features of all shapes were quantized resulting in the set of discriminative feature’s 

cluster centers (visual words). This collection of all cluster centers (visual words) is called visual 

vocabulary.  

2. For every shape, we compute the bag-of-feature (BOF) vectors as the histogram of visual words 

occurrences.  

3. Every shape model is represented as the normalized BOF vector (preferring the discriminative 

visual words and penalizing visual words that are common in the database as they do not help for 

the discriminability).  
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4. The similarity between shapes is defined as the similarity between these BOF vectors. The 

combination of 3D SURF and BOF based shape search was evaluated on several state-of-the-art 

data sets and compared to different descriptors. Although our 3D SURF descriptor outperforms 

others in most cases, the performance very dependent on the data set, which is done by 

different characteristics of databases. Details are documented in [1,2]. 

 

Figure 9: Shape indexing. Process of computing bag-of-feature (BOF) vector. Shape is described by the set 

of local features (3DSURF), and then every feature is associated by the closest visual word from the visual 

vocabulary. Finally, shape is represented as the histogram of visual words (BOF). Comparison of shapes is 

then done by comparison of BOF vectors. 

4.2.3 Improving shape search by re-ordering 

The naive shape search is not precise, so we apply a verification method to N top-ranked shapes (short-

list). It compares the geometry between shapes. The list of matching objects is re-sorted depending on 

the relevance of the result shapes with respect to the query sq.  Since this stage is slower than the 

retrieval described before, it is applied to the relatively small number of shapes (Figure 10). 

 

 

 

     

Figure 10: Initial shape search. The first shape on the left is the query. On the right, the five best results 

are shown. 
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Here, we present re-ordering method based on the Implicit Shape Model (ISM) and its generalization. 

See the details in the caption of the figures below (see Figure 11). Given two shapes, s1 and s2, we firstly 

compute initial correspondences between features using k-nearest neighbor algorithm. Every 

correspondence is weighted based on its correctness. Normalized average of all weights is our measure 

of the similarity between two shapes. Figure 11 shows the process of verifying whether a pair of 

features {f1;g1} or {f2;g2} represents a good correspondence or not (correspondence weighting): 

1. ISM-based (ISM) compares the distance to the shape's center. Good correspondences minimize 

the difference of distances to the shape's centers, note that {f1; g1} produces similar vectors to 

the shape's center compared to {f2; g2}, so that vector <f1,OS1> is similar to <g1,OS2>, respectively 

for g. In other words, it measures if g* correctly votes for the shape's center using f*. 

2. Spatially weak correspondences configuration (SCC) avoid shapes center as it measures the 

relations between correspondences. Correspondence {f1;g1} is weighted high if relations 

between f1 and f2...fM are similar to the relations between gm and  g2...gM, where M is a number 

of matches. See that f2  produces different vectors to other features than g2. 

3. In addition to methods before, we also used the method called (LSC) based on the SCC. SCC will 

fail in the case of deformations of the shape, as it compares one correspondence to all 

correspondences. Compared to this, LSC weights the effect based on the distance of 

correspondences. E.g. difference of distances ||{f1,f6}||-||{g1,g6}|| is smaller than    ||{f1,f3}||-

||{g1,g3}||, so that, for the {f1;g1} benefit, {f3,g3} correspondence will be down-weighted. 

 

Figure 11: Shape similarity based on the geometry. Left figure shows ISM method. SCC is shown at right 

figure. {f1;g1} represents good correspondence, {f2;g2} wrong one. See more details in the text. 

Some results are shown in Figure 12 and Figure 13. On the TOSCA data set we outperform initial search 

by re-ordering. In Figure 14 we illustrate how a given input shape matches several other shapes, based 

only on the bag of features that have been detected. It can be observed that some of the outputs 

visually do not match the input query. In Figure 15, re-ordering is applied, resulting in a much more 

intuitive response. More interesting example on archaeologist data when initial shape search fails and 

verification stage improves the result. 
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Figure 12: Initial shape search. In this example, initial shape search fails. Note that even first best match 

(second shape in the row) is not relevant to the query one (first shape). 

 

 

 

     

Figure 13: Re-ordering. Results are rectified using the spatial information. 

4.2.4 Incorporating user-feedback for re-ordering 

In addition to improve shape search performance, several archaeologists are interested in different 

results while they select the same query. The following pipeline runs in a loop, as: 

1. Here, a user sees and selects relevant results.  

2. A new (expanded) query is conceived from the original query and user highlighted examples. New 

query is used to re-query again to obtain better results.  

Figure 14 to Figure 17 visualize the procedure on a real example. Based on an initial query, the initial 

outcome of the search may contain objects that do correspond to what the user is searching for. Thus, 

the user is able to indicate relevant outputs, and with each iteration the search is fine tuned.  After a 

few iterations, the query converges to a state where the expected outcome will be much closer to the 

user's expectations. Please note that user-feedback does not improve results based on shape geometry. 

In contrast, results are rectified based on the priority of the user. 
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Figure 14: Initial shape search. This is an example of the challenging query. Only two returned shapes 

are relevant in this case. 

 

 

 

     

Figure 15: Re-ordering: the re-ordering algorithm did not help here. Hence, the user highlights the 

green-border shapes as relevant and the algorithm recomputes the shape search based on this user 

input. 

 

 

 

      

Figure 16: User feedback, first iteration: Green border shapes were again highlighted as relevant. The 

grey entries were already selected in the previous iteration. 

      

 

 

   

 

 

Figure 17: User feedback, second iteration: All first five results are now relevant for this challenging 

query. 
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4.2.5 Improving retrieval by learning  

In this topic, we use some of the techniques described above in the context of detection and 

segmentation of object in 3D scenes.  The underlying principle is based on learning to understand the 

class based information about the objects that need to be detected or segmented. 

4.2.6 Learning object localization 

Object parts often occur in a constellation or articulation in an object. This has been shown by the use of 

mannequin like models for modeling humans in 2D and 3D. In a similar vein, we learn a graph over 

object parts for object classes. This graph models how well a region of a 3D scene matches each object 

part (or graph node). Additionally, the spatial configuration between pairs of object parts (or edges of 

the graph between two nodes) should be respected. We teach this over a set of training samples. This 

helps us localize an object class in a new unknown scene better as seen in Figure 18. We refer the reader 

to published paper [5] for more details. 

Figure 18: Learning Object Localization. Fully connected graphs of object part nodes are learned and 

inferred for 2 models each of classes “Victoria” and “Lion” from the TOSCA dataset. Subsequently, 

correspondences can be estimated between the 3D models. Note: Correspondences are depicted on a 

sub-sampled resolution of the hierarchical optimization, for ease of viewing. Note: the models are 

colored arbitrarily for 3D visualization. 

Just as spatial configuration was used for verifying shape queries as shown in Section 0 , class-specific 

localization has the potential to be used in the future for more relevant querying. 

4.2.7 Learning shape segmentation 

In our first two years, we have addressed the problem of retrieval over clean, segmented shapes with 

structure information. However, scenes acquired from scanners and other Structure -from-Motion 

systems are often noisy and contain objects in scenes. Therefore, it is important to first understand what 

a scene contains in order to figure out if it is a valid candidate for a query shape. Segmenting an object 

in this way also enables us to return the relevant part of the scene as the result in return. Here, given 

the set of training shapes, we learned the structure and then the goal is to label each scene vertex by an 

object class (or background’s) label and generate clean segmented mesh. We mix object localization 
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(using Implicit Shape Model), with Min-Cut based segmentation in order to partition a mesh-based 

scene graph into its component objects. The method is described in [4] in detail. 

 

Figure 19: Using ISM to locate and segment women. We populated set of votes for the women class.  

 

Figure 20: Examples of scene segmentation. We run the segmentation algorithm to find persons (yellow), 

gorillas (blue) and horses (red). 

 

Figure 21: Segmentation of real-life 3D scenes from ARC 3D. Segmented bikes are highlighted by green 

color. 
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4.2.8 Material Search 

Due to the focusing on the activities in WP4, the extension of the QFI GUI to allow the user to search for 

different materials has not yet been finished. However, the alpha version of the material retrieval based 

on Bidirectional Feature Histograms has been ported from Matlab to C++ code and extended to support 

the 3D-COFORM internal data structures. Within the scope of T4.5, a mass acquisition of material 

samples was started and is currently in progress. More than 40 real-world material-samples of different 

classes are already acquired with the Multi-View Dome.  The final database is planned to consist of at 

least 180 materials. The database will contain a large number of different material classes, each 

consisting of several samples, allowing a thorough evaluation of retrieval and classification 

performances.  

4.3 Deviation from work plan 

The work on shape search from KUL is on schedule with no deviations from the work plan. The final 

version of the shape search tool is ready. Integration is on track and should be ready for demo in 

February 2012. Further promising research has been conducted in this respect. As UBonn has focused on 

the acquisition techniques that are part of WP4, some activities have been shifted into the next period. 

4.4 Plans for the next period 

For the next period, the final version of the shape search will be integrated using the important 

feedback from the beta-version. Additionally, work will continue on improving the retrieval results. We 

plan to focus on the re-ordering using approaches such as LDA. An important part for the next year 

research is also the effect of user feedback and continues work with shape structure and segmentation 

On material search, in a first step, the QFI GUI will be extended to support material retrieval. Then, the 

BTF database will be completed and testing will be performed. Furthermore, it is planned to compare 

the performance of the current approach with a method relying on feature histograms, based on the 

approach in [7], taking into account the distinctive view-light configurations. Additionally, semantic 

attributes for the retrieval will be added. The interface for content-based material retrieval will be 

delivered in the next period. 
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5 Multilingual support in the IVB 

5.1 Work Planned 

The plan for Year 3 was to focus on integrating the MLSL (Multilingual Support Library) into the IVB 

(Integrated Viewer/Browser), initially the shell and then component tools, and using the IVB scenario to 

refine the role of the MLSL in supporting user interactions (exploiting text search, implementing 

validation dialogues, using the term generation facilities).  

5.2 Work performed 

5.2.1 MLSL integration into the IVB 

At the start of this period we aimed to complete the integration of the MLSL into the IVB prototype by 

producing a set of QT (C++) bindings for MLSL functionality, and incorporating it into the IVB shell code. 

However, early in the period the decision was taken to produce a revised implementation of the IVB, 

and so this work was suspended until more details of the new system were available. One notable point 

is that the new IVB design is not solely QT based, but makes use of web technology including embedded 

Javascript templates. This is relevant because the initial implementation of MLSL is  in ActionScript (a 

dialect of Javascript), so that porting MLSL to this system is substantially less work than a complete QT 

port. We are therefore currently proceeding with ports, aiming to deliver the Javascript port for the IVB 

shell, but also making the QT port available for IVB plug-in clients. Although, the progress was partially 

affected, we have been able to undertake some of this work, for example term generation and user-

specification of translation terms, using the original AnnoMAD demonstrator application, as described in 

deliverable D6.3. 

5.2.2 Use of large scale data resources  

The availability and effective application of large scale linguistic data resources is an important 

component of a usable browsing tool. While the MLSL provides the core support to work with such 

resources, and early demonstrators included built-in small scale resources (such as a fragment of the 

C2RMF Eros database), the underlying design goal is to support external, publicly avail able resources, 

accessed through the central RI (Repository Infrastructure) services and integrated into the IVB 

framework, rather than hardwired into the MLSL. During this reporting period we have explored this 

component of the overall architecture in more detail, focusing on two main areas: 



26 

 

1. How to store, manage and access external data resources in the RI 

2. How to support and exploit external data resources via the MLSL 

Item (1) is discussed elsewhere, for details see also Deliverable D6.3 - Third Year Report of WP6. In brief, 

we concluded that by adopting the SKOS standard for representation of thesaurus information it would 

be straightforward to represent many data resources within the RI metadata representation framework 

without the development of addition tools (that is, using existing tools developed by FORTH), and access 

them using the metadata query mechanisms already provided. 

At a technical meeting on metadata in May 2011, the decision was taken to focus on the Getty Research 

Institute dataset. This dataset comprises four potentially relevant resources: 

 The Arts and Architecture Thesaurus (AAT): the core resource containing terms and descriptions for 

generic concepts in Arts and Architecture 

 The thesaurus of geographic names (TGN), which focuses on names relevant to Arts and 

Architecture and includes many variant spellings and some geographical relationships 

 The Cultural Objects Name Authority (CONA) (under development) 

 The Union List of Artist Names (ULAN) which includes variant spellings and relationships between 

artists, patrons etc. 

Our initial focus has been on the AAT, as this is the most structured resource and includes some 

multilingual information. Multilingual coverage is most comprehensive in English, Dutch and Spanish, 

with smaller more specialised contributions for other languages including Italian and French and current 

development of Chinese and German translations. The MLSL architecture is designed to be tolerant of 

such variation, able to adapt gracefully to missing information. More detailed linguistic information is 

limited and patchy: for example although there is an explicit field for part-of-speech flags, in most cases 

it is set to ‘undetermined’. The data is not always consistent in the choice of citation form – some are 

singular others plural, for example, with no additional discriminating flags. In the light of these 

observations, we are exploring the possibility of incorporating information from other more generic 

linguistic resources (such as WordNet – http://wordnet.princeton.edu). 

5.3 Deviation from work plan 

The restructuring of the RI and the redesign of the IVB have set back some of the work in this area 

(which was originally due to be complete by Month 36) so that we now anticipate the work will continue 
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into Year 4. Fortunately, we have been able to hold back on deployment of staff resources to support 

this work. 

5.4 Plans for next period 

The key activities in Year 4 are: 

1. Complete the integration of MLSL into the new IVB. This activity has two components: 

a. Javascript localisation (based on the current ActionScript code) for Javascript 

templates  

b. QT localisation for native QT plug-ins 

2. Complete the embedding of the AAT thesaurus into the RI/IVB as an exemplar data resource. 

We aim to complete these tasks by Month 42. 
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