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1 Executive Summary 

This document presents the status of the work under Work Package 9 (WP9) – Presenting History - at 

the end of the second year of activity of the 3D-COFORM project. The activities follow the original plan 

drafted in the project Description of Work (DoW).  

Major activities performed and results obtained in the second year are: 

 Release of the VSL (Visualization Support Library) as visualization middleware on top of OpenSG 

 Many detail improvements in the different render nodes 

 Release of the first version of the CommunityPresenter 

No major problems or major deviations arose during the second project year. The activities are going to 

continue in Year 3 according to the plan described in the project contract.  

Some minor adjustments have been made with respect to the order of implementation. Task 9.1, which 

produces the VSL, has received much attention also in Year 2 due to the fact that other parts of the 

project depend on it. In contrast, Task 9.2 did not progress very much in Year 2. This task will produce 

optimizations for streaming and large scene handling on top of the VSL, so in fact it also depends on 

Task 9.1. Task 9.3, on the other hand, which produces the CommunityPresenter, was quite active and 

successful in producing not only a revised specification, but also a preliminary prototype of the tool at 

the end of Year 2.  

The overall organization of the document is as follows. Section 2 gives a brief presentation of the project 

structure, how WP9 activities and tools are located in the overall framework of the project, and relations 

of WP5 – 3D Artefact Processing components with respect to the other components developed in 3D-

COFORM. Sections 3, 4, 5 and 6 presents in detail the work done in Year 2 and the results obtained in 

Tasks 9.1, 9.2, 9.3, 9.4. Section 7 reports on the milestones; some concluding remarks are presented in 

Section 8. Finally, publications are listed in Section 9. 
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2 W9 – Presenting History –  

Detailed description of work  

The 3D-COFORM framework and its components have been divided into four strands:   

1. Acquiring and Processing (A&P), encompassing the developments in WP4/WP5  

2. Integrated Viewer/Browser (IVB), encompassing the developments in WP6/WP7  

3. Modelling and Presenting (M&P), encompassing the developments in WP8/WP9  

4. Repository Infrastructure (RI), encompassing the developments in WP3  

The central topic of WP9 is to provide the technical infrastructure for rendering and presentation, that 

is, to display 3D digitized CH artefacts in high quality on computer screens. So WP9 is one exit of the 

processing chain, as it takes data out from the repository and arranges them for public presentation. The 

strategic importance of WP9 is that it raises public awareness for the value of digital CH artefacts. 

2.1 Task organization and planned work 

According to the Description of Work (DoW) the activities originally planned for Year 2 are: 

D9.2 [M24] Second year report on WP9 

 T9.1: Visualization nodes - Adaptive rendering works for all supported artefact representations 

 T9.2: Complexity reduction - Server-side rendering + blending between low- and high-res models 

 T9.3: Public presentation - Basic authoring functionality + basic public 3D navigation functionality 

 T9.4: Perception-aware experiments - First suite of experiments with available software 

Now we give a brief overview of each task, to characterize it and to put it into its context: 

Task 9.1, "Visualization nodes for supported artefact representations" 

 The 3D rendering infrastructure for the whole project is based upon the OpenSG scene graph. 

 Standard OpenSG is unable to render the novel 3D-COFORM shape and material representations 

 OpenSG is extensible, so partners have to provide OpenSG extensions for loading and rendering. 

 OpenSG programming can be complex and tedious, so we need a middleware. 

 This middleware is the Visualization Support Library (VSL). It combines all extensions from the 

individual partners, and it provides a central manager component for CH data as well as a wrapper 

interface for easier scene graph programming on the C++ level. 

 The VSL is used by all 3D-COFORM tools that need to render 3D content, e.g., the IVB developed in 

Task 7.1 – 3D Model Viewer / Browser /Task 7.3 – Integration of 3D-COFORM Browser, and the 

community browser from Task 9.2 – Complexity reduction for public and web presentation. 

Basically all it requires is just an OpenGL context to render to.   
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Task 9.2, "Complexity reduction for public and web presentation" 

 Technically, Task 9.2 is an extension to Task 9.1. While Task 9.1 provides the basic infrastructure, 

Task 9.2 handles special cases such as streaming and web transmission, advanced LOD and culling. 

 Some datasets, like massive meshes, or full-scale complex materials, are several hundred MB in 

size, so downloading before rendering would take too long.  

 Solution: Progressive rendering, detail is continuously added by streaming. 

 Equivalent to simplification, if at some point the transmission is stopped.  

Task 9.3, "Visualization and navigation tools for public dissemination" 

 Through Task 9.3, the digital CH content from 3D-COFORM will reach a mass audience. 

 Museum kiosks require extremely simple and powerful 3D interaction. The challenge is to limit the 

freedom of navigation just enough such that even untrained and elderly people can inspect 3D 

objects without getting ‘lost in 3D’ or feel otherwise frustrated.  

 The second challenge is the authoring problem: Digital exhibitions are to be created by museum 

staff, so no programming whatsoever shall ideally be required to display 3D objects. 

 We provide authoring tools for museum creators to easily set up good-looking 3D scenes.  

Task 9.4, "Perception-aware experiments and guidelines" 

 Twofold purpose: User studies and guidelines for best use. 

 User studies among CH practitioners to assess the suitability of authoring tools. 

 User studies with untrained and elderly people to assess that 3D navigation is not frustrating. 

 From this, guidelines for CH professionals on how to achieve the best results from WP9 tools.  

2.2 Work performed 

The work performed in the second year of activity is described in the following chapters, focusing on 

each single task. The overall approach in WP9 is to build a layered software architecture that serves as 

infrastructure for the whole project. Task 9.1 in particular produces a software layer on top of OpenSG 

which will be part of several other pieces of software. It is also the foundation for the two other 

technical tasks in WP9 (Task 9.2 and Task 9.3), and for the other WPs concerned with rendering. This 

means on the other hand that also the functionality from the other WPs will gradually feed back into the 

design of the VSL: Every service available in the VSL will immediately be available to software layers on 

top of it. Scene-level optimizations for large scenes, interactive scene manipulations, loading and saving 

of 3D scenes etc. can be dealt with centrally in the VSL. We will have to take care that the design 

remains coherent, while it still offers and integrates all the features.  

We are confident that the design will accommodate also the next big challenge in Year 3, which is the 

connection with the RI: We want the ability to compose scenes from repository objects, to ingest 

scenes, and save them locally, while still maintaining the connection to the rich metadata in the 

semantic network.  
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3 Task 9.1 – Visualization nodes for supported artefact 

representations  

3.1 Activities and results in Year 2 

To recapitulate, the VSL was the major focus of the work in WP9 during Year 1. Its first version was in 

fact released well ahead of plan already in Month 12. This was possible only through a dedicated effort 

of all WP9 partners. The reason why we chose to give higher priority to Task 9.1 than initially planned 

was that we realized that the VSL could be beneficially used in many other tasks, among others most 

prominently the IVB (Task 7.1/Task 7.3), the SiteExplorer (Task 7.1), the CommunityPresenter (Task 9.3). 

Furthermore, Task 9.1 must of course also provide a sound basis for the VSL extensions in Task 9.2. 

The momentum for Task 9.1 generated in Year 1 also continued in Year 2 with refinements and 

optimizations, in particular of the central VSL management component, and many details. The set of 

custom visualization nodes in the VSL comprises: 

 Nexus:   Adaptive LOD rendering for massive triangle meshes of several hundred MB  

 BTF:  Complex materials, much richer than just one texel / surface point (hundreds of MB) 

 GML:  Procedurally generated shapes that can be dynamically changed at runtime 

 PRT:  Pre-computed lighting, is in fact not a node but works on the scene level 

 CityEngine: Entire cities can be generated and must be exported / transmitted 

 Multi-view and In-hand scanning:  Sources for massive textured triangle models 

We now describe the work on the different parts of the VSL in more detail. Task 9.1 required a fair 

amount of work, so it turned out that this task still was a major focus of WP9. We realized that the next 

major step in Year 3, the integration of the VSL with the repository, requires a well working VSL. 

Development infrastructure and deployment 

A source code repository was set up for the central VSL component, as well as bug tracker and a nightly-

build testing environment. It uses the FusionForge software that is centrally hosted at FhG-IGD in 

Darmstadt (https://gforge.igd.fraunhofer.de/). FusionForge is a web-based management software for 

software projects and provides discussion groups, bug tracking, task lists, documentation etc. It is 

complemented by the BuildBot software running in Brighton to automatically perform nightly builds of 

the major software components (http://buildbot.culturalinformatics.org.uk/nightly-builds/wp9.1). This 

is also a good basis for switching to different target platforms, e.g. from VisualStudio 2008 on Windows 

XP to VisualStudio 2010 on Windows 7. This software also helps to streamline the software deployment 

process. A typical installation on a Windows 7 machine is actually comprised of three parts: 

 OpenSG installation:   About 23 MB dlls, typically in C:\Program Files (x86)\OpenSG 

 VSL extensions to OpenSG:  About 5.5 MB of dlls in C:\Program Files (x86)\3DCOFORM\WP9.1 

 Application:     E.g., the SimpleViewer has only 237 KB (plus 10 MB dlls from Qt) 

https://gforge.igd.fraunhofer.de/
http://buildbot.culturalinformatics.org.uk/nightly-builds/wp9.1
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This division is highly efficient: The OpenSG base system is quite stable and changes infrequently, and it 

is compiled directly from the sources found on the open source website http://www.opensg.org. The 

OpenSG extensions (VSL) are being developed by the Task 9.1 team and are part of the 3D-COFORM 

rendering infrastructure that can be used by all applications. The shifting of almost all functionality into 

the VSL permits the executable of our SimpleViewer demo application, the “smallest possible 

OpenSG/VSL viewer”, to have a size of only 237 KB (plus some 10 MB of dlls only for its Qt GUI). 

All 3D-COFORM applications will greatly benefit from the possibility of using a centralized OpenSG and 

VSL installation; but of course, we must carefully monitor the dependencies when updating OpenSG 

(infrequent) or VSL (more frequent). This is why the BuildBot system was set up.  

The VSL manager 

The VSL has in fact four main purposes: (a) manage OpenSG extensions (visualization nodes), (b) manage 

custom CH data in the scene graph, (c) provide a simple-to-use wrapper class for OpenSG, and (d) 

provide an interface for scene graph scripting.  

 Ad (a): Concerning load balancing, UoB has liaised with those partners who are developing 

visualization nodes (ISTI-CNR, TU Graz, ETHZ, UBonn, FhG-IGD) to modify these nodes so that they 

provide statistics about the render load. The purpose is to identify 3D objects that use a 

disproportionate amount of resources (time, space) so that they can be acted upon. One possibility 

is to reduce the Level Of Detail (LOD), e.g. when rendering massive meshes or GML subdivision 

surfaces. In larger scenes this may still not solve the problem to guarantee interactive rates. In this 

case heavy objects could be replaced by a procedurally generated impostor (e.g. a texture). Much 

experimentation about the different options and tradeoffs was done in Year 2, however, the LOD 

balancing is not yet released. 

 Ad (b): The VSL currently supports tagging the objects in the scene graph with their repository 

identifier (a UUID) for which a UUIDAttachment structure was designed. This is an essential feature 

for maintaining the semantics of the objects in the scene. The VSL keeps track of all UUIDs of scene 

graph objects and acts as centralized information storage for custom CH information about scene 

objects. This is designed in an extensible way, so that it will be possible to attach also other data in 

the future. Example: The reason for grouping objects in a specific scene could be described using 

CIDOC-CRM (“group of attic vases”), which amounts to attaching the respective RDF description to 

the group node in the scene graph. 

 Ad (c): The wrapper class is already used by the SimpleViewer application, which proves its 

usefulness and the feasibility of the approach. 

 Ad (d): Concerning the scene graph scripting, see Task 9.2 (CommunityPresenter). Although the 

GML scripting is developed in another task, it is fed back into the VSL to make it available 

everywhere. 

http://www.opensg.org/
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VSL extension: Nexus 

The Nexus node enables rendering of massive textured triangle meshes in an adaptive level-of-detail. 

The multi-resolution mesh can even be larger than the main memory (out of core rendering). This is 

achieved by arranging the data in a clever way in the file, so that additional surface detail can be loaded 

from hard disk very quickly. After its prototypical implementation in the EPOCH project (mainly based on 

an algorithm presented in a IEEE VIz 2005 paper), it was rewritten from scratch for OpenSG 2.0 within 

3D-COFORM to provide a much more stable solution. The multi-resolution encoding algorithm was 

considerably revised with respect to the old version; we plan to write a scientific paper to present the 

new algorithms (hopefully, will be submitted at the beginning of 2011). After its first release in Month 

12, Nexus has significantly progressed in Year 2: 

 OpenSG 2.0 and VSL compliant: The old Nexus node was completely rewritten. 

 Projective texturing: A deferred shading method was implemented for projective texturing of 

multi-resolution meshes. The framework works well for a chosen resolution. However, there are 

still some artefacts in the multi-resolution case which are being worked on. 

 Ray intersection: Nexus supports approximate ray intersection using the sphere bounding volume. 

It could also trivially support high-precision ray intersection in each patch, which would require to 

test only the triangles in 1, 2, 3 level patches, which are quite small anyway. This is optional. 

 Fully automatic LOD selection: Currently the LOD adjustment uses the overall frame rate, but it is 

designed in an extensible way to allow also more detailed measures such as number of triangles 

per second, available RAM, GPU capabilities, etc. to allow per-object LOD in larger scenes. 

 Multi-instancing: Tests were carried out with up to 10,000 instances of the same model. The 

memory footprint per instance is almost negligible since the index cache requires only around 1KB 

per one million vertices.  

 No memory leaks due to extensive testing (Valgrind / Linux). 

 The Nexus file format is stable now: Documentation of the binary Nexus file format is on the way. 

 Conversion software: Partners can use the nxsbuilder tool to convert a number of plys into one 

Nexus object, and the nxsedit tool for pruning the tree, adding colours per vertex, and in future 

also exporting back to ply so that Nexus provides in fact an out of core mesh simplification method. 

Currently the main issue is RI integration: The loading of multiple different datasets is complicated by 

the fact that a single Nexus object already consists of multiple files which have to be retrieved from the 

RI in a consistent non-overlapping fashion (e.g. files from model A not overwriting files from model B 

with same name e.g. texture). We envisage solving this issue by using the grouping facility of the RI, 

which needs some decent integration with the RI client-side interface once it is available. 

The technical prerequisites for solving this issue are already available (loading through file system and 

http, multiple threads for asynchronous retrieval and rendering), so we expect no major problems here. 
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Figure 1: Frames captured from interactive visualization of the Pietas dataset (featuring Michelangelo's 

Pietà da Palestrina, Galleria dell'Accademia, Florence, Italy). The digital 3D model consists of  50 million 

triangles, and it is rendered at about 30 fps on a low-end notebook, with an error of less than 2 pixels 

 

       

Figure 2: Nexus uses a multi-resolution encoding that decomposes the original model into a set of 

patches at different levels of resolution. They are reassembled in real-time in the rendering stage 

according to the viewpoint to create a seamless mesh visually identical to the full resolution mesh. 

 



3D-COFORM D.9.2 (PUBLIC) 

11 

 

VSL extension: BTF 

The BTF (bi-directional texture function) is an approximation to the BRDF (bi-directional reflectance 

distribution function). It is a method to store much richer colour information than just one texel colour 

per surface point. The BTF can take into account the two angles of incident (from lamp) and outgoing (to 

eye) light directions, which basically amounts to one texture for each combination of the two directions. 

Since this is impractical to store, transmit, and render, sophisticated compression schemes are required.  

The work in Year 2 consisted of lab experimentation with several compression techniques that are 

motivated by the fact that current graphics hardware allows highly parallel high-performance 

computing. This can be exploited by clever methods to achieve much higher rendering quality at 

interactive frame rates by decompressing carefully arranged BTF data on the graphics board.  

The current issue is to release the new BTF decompression and render method as BTFMaterialCore for 

the VSL. Furthermore, multiple light sources are also being considered. We suspect that multiple light 

sources can be treated more efficiently than just by multiple BTF evaluation passes, one after another. 

VSL extension: GML 

The unique contribution of the Generative Modeling Language (GML) node to the VSL is a complete 

shape modeling engine. It enables creating and modifying shape at runtime, which extends OpenSG 

beyond the realm of classical scene graph applications that typically only move shapes around using 

linear transformations (4x4 matrices). A first implementation of GML for OpenSG was realized in the 

EPOCH project, but it still had some design shortcomings. This prototypical solution was re-implemented 

in Year 1 in order to port it to OpenSG 2.0 and to adapt it to the current version of GML. 

The work in Year 2 was characterized by a major software re-design. The older version used strictly 

separated GML nodes, i.e. for each different GML object one GML interpreter was instantiated. Even 

three different versions of the same parametric object, e.g. three chairs with different heights, required 

three GMLInterpreter instances, each with its own set of meshes, materials, textures, etc. The drawback 

of this approach is that (a) no resources like textures can be shared, and (b) no parameters can be 

transferred from one object to the other: When changing the table height, there was no way to change 

the height of a chair accordingly. The second drawback was that each GML object had its own set of 

event handling callbacks. So by pushing a button, the style of the chair could be changed, but there was 

no way to change at the same time the style of all three different chair instances. This lack of a coherent 

structure was the biggest obstacle to creating scenes with interesting interactive behaviour. 

This was remedied by the Grimaldo framework developed in Year 2. Grimaldo is part of the GML 

extension of the VSL. In particular, its features are: 

 The GML component supports rendering of GML models in an OpenSG 2.0 scene graph with full 

functionality of the generative interaction. The rendering methods of GML use the OpenSG2 

camera for view dependent optimization. 

 It is now possible to render multiple instances of the same GML model in an OpenSG 2.0 scene. 

Alternatively, each instance can be treated as an individual model that can be modified separately. 
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 The GML component also supports OpenSG2 cluster rendering. It was successfully tested in a CAVE 

environment with eight render servers. In a similar way the GML cores can be dumped as a binary 

file (.osb) and restored with the rest of the scene graph. 

 There is a new data exchange interface for accessing and modifying the parameters of the different 

managed GML models. This interface can be used by higher software layers (the controlling 

application), but it also permits a much more coherent event handling and callback management. 

 At the request of UoB, some statistics collecting functionality was integrated in the render methods 

to count the number of used triangles and primitives. 

The Grimaldo framework is in fact a quite rich piece of software, and it provides many interesting novel 

concepts that require further testing in practical examples (signal/slot-like mechanism, event 

subscribers, node-tree structure, property groups, data binding and registration, and more).  

Grimaldo provides a sound technical basis for the work to come, and it basically concludes the GML / 

OpenSG integration. In Year 3 the work will shift from developing the GML node more to developing 

content for the GML node, i.e. the authoring of GML content will be in focus (see Task 9.3 but also Task 

8.2 – Toolkit for non-expert users to create procedural models).  

VSL extension: PRT 

The PRT (pre-computed radiance transfer) method has the great advantage of allowing interactive scene 

relighting. The basic idea is that all ways on which light is transported in a given scene are computed 

beforehand, only from the scene geometry and the material information. This computation requires no 

illumination. Instead, the scene can then be illuminated using any desired illumination, typically given as 

an environment map. This way a CH artefact can be seen under any captured lighting conditions. It can 

be virtually placed into a church, on a sunny beach, or outside on a cloudy day.  

The focus during Year 2 was on developing OpenSG 2.0 nodes for PRT rendering. The development was 

based on an existing OpenSG 1.8 implementation of the PRT algorithm, which had been realized on the 

application level, in contrast to the 3D-COFORM aim of developing self-contained nodes that can be 

used transparently by any application to enable PRT support. PRT requires a pre-process step and a run 

time calculation step. 

 PRT pre-process: Provided a Spherical Harmonics (SH) projection of the environment light 

(projection coefficients li) and with the assumption of diffuse materials in the scene, the direct 

lighting term L1 of the Rendering Equation can be written as:        

                 




x

dNxVylxL xi

i

i
d 



),cos()()()(1  

where V denotes the visibility function and ρd is the reflectance (diffuse material property). The 

integral does not depend on the lighting function and can be pre-computed using a Monte-Carlo 

approach where the visibility function is evaluated using a raytracer. This yields a number of i so 

called transfer coefficients txi associated with point x in the scene. The pre-computed transfer 

coefficients are stored with the scene description. 
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 PRT run-time calculations: At run-time, the evaluation of the lighting integral for an arbitrary 

lighting environment and the scene at a point x is simply given by the dot product of the 

corresponding projection coefficients (weighted by reflectance):  

        
xi

i

i
d tlxL 



)(1

 
In essence, the PRT approach converts the expensive evaluation of an integral over the hemisphere 

into a simple dot product. 

This is basic PRT with direct lighting (soft shadows due to dynamic environmental lighting, but no 

indirect lighting effects). Including diffuse indirect lighting involves a slightly more complicated pre-

process, where transfer coefficients for each subsequent indirection level are calculated by sampling the 

transfer coefficients of the previous level on the object itself using the inverse visibility function. The 

final transfer coefficients are generated by accumulating the coefficients of direct lighting and all 

indirection levels. In addition, the transfer coefficients have to be calculated separately for each colour 

channel instead of only a single one, which is just sufficient for shadowing. Lighting coefficients should 

be (r,g,b) in both cases. 

In order to programmatically represent the PRT process as an OpenSG2 node, we developed the 

following OpenSG2 nodes and supporting classes: 

 SHEnvironmentLight represents an environment light. It is derived from OSG::Light and holds a light 

probe image (as TextureChunk) that is projected onto the SH basis during scene graph traversal. It 

also contains a reflection map (as CubeTextureChunk) that is used by PRT shaders to approximate 

specular reflections. This node should be placed at the top of the scene graph. 

 SHGeometry is derived from OSG::Geometry and encapsulates the PRT run-time calculations. To 

work properly, the material of this node must be a PRT shader, and the transfer coefficients of the 

geometry must be available in the corresponding texture coordinate sets. 

 SHRuntimeProcessor is not an OpenSG node but a helper class with methods for SH projection and 

rotation. It is utilized by both the SHEnvironmentLight for projecting the associated light probe 

onto the SH basis and the SHGeometry for rotating the projection coefficients of the environment 

light into object space. 

Rendering with the PRT nodes requires no programmer interaction since necessary updates are handled 

inside the OpenSG FieldContainers. If a SHEnvironmentLight core is entered by a RenderAction, the light 

projects itself onto the SH basis using SHRuntimeProcessor and stores itself in a "slot" of the 

RenderAction. It carries the SHEnvironmentLight through the scene graph. If a SHGeometry is entered by 

a RenderAction, the geometry searches for the SHEnvironmentLight slots of the RenderAction. If it is 

found, the current projection coefficients of the light are rotated into object space and updated in the 

shader (material). Furthermore, in case the environment light has changed, the reflection map of the 

shader is updated. The image in Figure 3 shows a PRT rendering of a Pegasus statue. 
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Figure 3: PRT rendering of Pegasus using OpenSG2 nodes. 

VSL extension: CityEngine  

The CityEngine node uses the existing COLLADA import facilities of OpenSG and is able to connect to a 

CityEngine server. The server can generate from a given compact grammar description (in the CGA 

Shape language) on the fly a (possibly very large) Collada scene. The CityEngine server is a new piece of 

technology developed by ETHZ. Server-generated content actually is part of Task 9.2, but it is listed here 

in Task 9.1 because it replaces the original plan of providing a CityEngine render node as OpenSG 

extension. If a CityEngine render node runs on the client and can, dynamically at runtime, interpret the 

contents of a CGA shape grammar and render it inside OpenSG, then this render node is basically 

equivalent to a full-blown CityEngine running within OpenSG. This was not pursued for two reasons: 

a. The CityEngine is a very complex piece of software, which has its own release cycle. Deploying it 

together with the VSL would create interferences and inconsistencies.  

b. The CityEngine is commercial software that should not be freely proliferated (as the VSL should) 

The CityEngine server is an interesting technology because server-based software is easier to maintain 

and update, and on-demand generation of city-scale models offers interesting possibilities for intelligent 

progressive transmission (i.e. transmit nearby houses first and with higher resolution). This option may 

be further pursued in Year 3, after the first transmission and preview experiments have taken place. 

It should be noted, however, that one drawback of the server-based solution is that much larger 

amounts of data need to be stored, transmitted and also rendered.  

While a CityEngine scene in VSL can be made fully dynamic in principle - by embedding the necessary 

metadata to create user interfaces and edit handles for all parameters - we currently limit ourselves to 

the manipulation of grammar attributes (e.g. building height, floor heights, window types, colours and 

so forth). Which grammar attributes to expose can be chosen by the author of the grammar. Once a 

parameter has been changed, the CityEngine VSL node will send an update request to the server to 

receive the modified buildings from it, which are then updated in the rendered scene. 
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VSL non-extensions: Minidome and In-hand scanning 

After careful evaluation of the possible options, it was decided that for displaying data acquired by the 

KUL minidome, existing VSL extensions should be used rather than introducing a new extension node. 

Due to a working 3D reconstruction solution based upon shape-from-shading, a high-resolution mesh 

can be generated that is then displayed using Nexus. The second result is a complex material 

description, which might be rendered using the BTF node. KUL liaised with UBonn to clarify this; one of 

the issues is that the reconstructed 3D reconstruction requires texture coordinates, i.e. a 

parametrization of the object surface, which is not a trivial problem. The second issue currently being 

looked into is to use Nexus (multi-resolution mesh) together with BTF (UBonn / ISTI-CNR liaison). 

3.2 Synthetic description of partners contributions 

The contribution of the individual partners to the activities and results in Task 9.1 has been as follows: 

 UoB:   Development infrastructure and deployment, and the VSL manager  

 ISTI-CNR:  VSL extension: Nexus  

 UBonn:  VSL extension: BTF 

 TU Graz: VSL extension: GML 

 FhG-IGD: VSL extension: PRT 

 ETHZ:  VSL extension: CityEngine 

 KUL:   VSL non-extension: Minidome and in-hand scanning 

3.3 Deviations from work plan 

The work is in line with the work plan. As promised in the DoW for D9.2, all shape representations can 

be rendered, and those that admit adaptive rendering also can do so.  

3.4 Plans & adaptations for the next period  

The main issue in Year 3 will be to connect the VSL to the Repository Infrastructure (RI=OR+MR) from 

WP3, which entails solving the download of complex scenes and upload of client-generated scenes to 

the RI. Besides this, various rather technical issues were detected in Year 2 that need to be worked upon 

in Year 3: 

Development infrastructure and deployment, and the VSL manager: 

 Stabilization: One of the most important goals in Task 9.1 is to provide a stable release version that 

can be used by all partners (“stable”), and to set up a development branch where new 

contributions can be integrated and tested (“development”). Once it is sufficiently tested, the 

development version is published; in this way application developers do not have to cope with too 

much change. 
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 Load balancing: Scene-level LOD adjustment using the available per-object statistics. Replacing 

“heavy” objects by impostors that are generated on-the-fly. 

 Loading a scene: 3D-COFORM has decided to adopt COLLADA as the main 3D scene description 

format. The existing OpenSG loader for COLLADA, however, does not know about the extended 

node set of VSL. Currently we are using a patched loader, but we need a deeper and cleaner 

solution. Different options are being explored (Collada wrapper for individual objects, or modifying 

OSGFileIO to identify new file types).  

 Repository integration: A great advantage is that COLLADA is a very lightweight XML format, and 

the vision is that a COLLADA scene is automatically generated as response, e.g. of a semantic query. 

This scene contains only references (typically URLs) to objects in the OR, so we need to find a 

mechanism that is at the same time efficient and secure (e.g. using cookies, session tickets or other 

things). Various possibilities exist and need to be evaluated.  

 Saving a scene:  Technically, OpenSG allows for interactive scene manipulation, e.g. adding an 

object to a scene using drag-and-drop. We need a possibility to save as COLLADA file a scene that 

was changed by the user. This is not trivial since the semantic structure must be preserved. 

VSL extension: Nexus  

 RI integration: Retrieval of multi-part files exploiting the grouping facility of the OR 

 Texturing: Projected textures for multi-resolution geometry typically exhibit rendering artefacts. 

We will need clever blending methods to make sure the boundary between two textured regions 

looks good at all possible combinations of resolutions on both sides. 

 PRT integration: Pre-computing the surface-to-surface light interaction is difficult if the surface has 

multiple resolutions. We will exploit the division into patches for resolving this. 

 BTF integration: BTF requires per-vertex texture coordinates, whereas Nexus supports only 

projective texturing. We will have to find ways to make both compatible. 

VSL extension: BTF 

 Multiple light sources: We need more efficient ways of dealing with multiple light sources than 

rendering one BTF pass after another. 

 BTF integration: Great potential has the integration of the BTF colour information of the surface 

with the PRT illumination method from FhG-IGD. UBonn has already started cooperating with FhG-

IGD.  

VSL extension: GML 

 Procedural texturing: Texturing of procedurally generated shapes can be very complicated since 

projective texturing typically leads to artefacts and generating texture coordinates requires a 

surface parametrization. We will look into the generation of tileable texture atlases. 

 Saving models with changed parameters: Dynamic 3D-models can be changed at runtime. 

However, when the scene is loaded again, the changes are lost. We will look into ways of saving a 

scene in such a way that the instance parameters of each object can be saved. This requires a clear 

parameter interface on the scene graph level, and managing the object parameters in the VSL. 
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VSL extension: PRT 

 The PRT integration is not yet completely finished as, e.g. the lighting computations can interfere 

with the dynamics of the scene when objects are moved or, even worse, when their shape changes 

at runtime (GML objects).  

 The PRT pre-processor has not yet been ported to OpenSG2. This is the main task for Year 3. 

VSL extension: CityEngine 

 Optimization of the server-based generation of large amounts of COLLADA files. One option is 

progressive refinement, i.e. more distant parts of the model are transmitted in coarser level of 

detail. However, we need to benchmark and try out different options of performance optimization. 

 Extended editing features: Extend the metadata in the generated COLLADA models to allow for a 

more complete and interactive editing of CityEngine scenes, for instance editing in the terrain and 

GIS/building footprint layers. 

VSL non-extension: Minidome and in-hand scanning 

 Integrated Nexus generation: We will look into better integration of the authoring tools for the 

Nexus node, i.e. the nxsbuilder and the nxedit software, for as automatically as possible model 

generation. This will require also a transparent RI integration of the generated models.  
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4 Task 9.2 – Complexity reduction for public and web 

presentation 

4.1 Activities and results in Year 2 

Task 9.2 is a refinement of the VSL from Task 9.1. Its main objective is to make scenes with really 

massive datasets available over network connections (high and low bandwidth). This requires streaming 

capabilities. The great goal is to progressively retrieve the individual objects from the OR while the scene 

is already being displayed. 3D-COFORM features mainly two sorts of artefacts that are really massive: 

 Nexus models: So-called “gigantic triangle meshes” with up to billions of vertices really go into the 

gigabytes. However, also “medium size meshes” of more than 100 megabytes, which occur much 

more often, really present practical problems for storage, transmission and rendering. 

 BTF textures: Measured BTFs are computed from massive numbers of photographs of an object 

(e.g., 22500 photos with the Camera Dome from UBonn). Even when compressed, the size of a 

high-quality BTF that allows for photorealistic rendering is well beyond 500 megabytes! 

Such massive datasets are naturally the most detailed, most appealing, and also the most precious 

digital artefacts – the digital master models. There are mainly two different sorts of scenarios of use: 

 Browsing massive scenes: CH professionals or researchers who are browsing through a repository 

containing thousands of massive master models, e.g. searching for material for a digital exhibition, 

or searching for specific shape or material features. A query typically returns many search results, 

and often the thumbnail picture or a low-res preview mesh are not sufficient to judge an object. 

 Presentation of massive scenes: A digital museum exhibition can be deployed beforehand. On each 

multimedia kiosk all models that are to be presented are stored locally. However, not all models 

can be stored on all kiosks. It could be very useful to allow a multimedia kiosk to give access not 

only to the locally stored subset of models but also to the collection and allow (limited) browsing. 

We need to point out that Task 9.2 will become very important in Year 3 and Year 4, but it was not 

prioritized in Year 2 since it requires some infrastructure. In order to realize the above mentioned 

scenarios, Task 9.2 in fact requires an extension of the OR (WP3). The original design of the RI does not 

foresee any sort of streaming server. This can be considered a gap in the original design of Task 9.2. 

According to the DoW, Task 9.2 will produce streamable representations for massive digital artefacts, 

but unfortunately no partner has allocated the resources to actually realize a streaming server. But this 

issue is known and taken care of. 

The dependency from the OR has another implication, which is the dependency of T9.2 not only from 

T9.1, but also from the RI (WP3). So in terms of the transmission channels, user identification and 

control of access, session management technology etc., T9.2 must rely on the technology provided by 
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the OR. It makes not much sense for T9.2 to communicate with the RI before T9.1 can communicate 

with the RI. But as stated in the previous section, the seamless interaction of the VSL with the RI is the 

major task for T9.1 in Y3. This explains why T9.2 partners concentrated in Y2 on refining their 

technology, and not yet on making it available as part of the infrastructure.  

Furthermore, no processing can be done with an incomplete dataset. So it turns out that surprisingly, 

progressive streaming is not really required before the digital master models are available. Since the 

focus of 3D-COFORM in Y1 and Y2 was on providing the infrastructure for sustainable data acquisition 

and processing, T9.2 was not really required to deliver streaming solutions so far. But once in Y3 massive 

high-quality master models will become available in larger numbers through the RI/VSL infrastructure, 

and the IVB is operational, the demand will be raise inside the project to work on faster preview. And at 

this point in time, the technological infrastructure from Task 9.1 will also be mature enough to allow for 

developing and integrating a streaming server technology in a reasonable amount of time.  

4.2 Synthetic description of partners contributions 

Contribution of partners to Task 9.2 activities and results has been as follows: 

 KUL:  Nothing to report, work is delayed to Year 3. 

 CNR-ISTI: Focus was on Task 9.1 and Task 9.3. The Nexus binary file format is prepared for 

streaming. 

 TU Graz: Focus was on Task 9.1 and Task 9.3. 

 UBonn:  Focus was on WP4 – 3D Artefact Acquisition. BTF streaming was also being worked 

on in the context of the BTF compression reported in Task 9.1. 

4.3 Deviations from work plan 

According to D9.2 from the DoW (page 92), the promised Month 24 milestone for Task 9.2 was that 

server-side rendering and blending between low- and high-res models is working. This is not the case 

concerning the general infrastructure, but partners have reported that streaming of Nexus, BTF and 

GML actually works under lab conditions; KUL will work on streaming later due to Year 2 obligations in 

other WPs. We think that we have well justified the decisions that we have taken, namely to defer the 

Task 9.2 availability to the point when the VSL is mature and communicates with the RI.  

4.4 Plans & adaptations for the next period 

According to D9.3 from the DoW (page 92), the promised D36 milestone for Task 9.2 is that streaming 

works for 3D artefact geometry and for complex materials after Year 3. This will in fact not be a great 

problem, since the basic technology is almost available from ISTI-CNR and UBonn. Partners KUL and TU 

Graz will consider investing their Task 9.2 resources on the realization of a streaming server that can be 

integrated with the RI. Since partner TU Graz is developing the OR, the know-how is available. 
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5 Task 9.3 – Visualization and navigation tools for 

public dissemination 

5.1 Activities and results in Year 2 

For Task 9.3 the major result in Year 2 was the first release of the CommunityPresenter tool, which is the 

presentation module for the public presentation of CH content, i.e. the “player” for digital exhibitions. 

The specification of the CommunityPresenter from Year 1 (then called CommunityBrowser) was revised 

and extended by ISTI-CNR, and in collaboration with TU Graz it carried out the implementation and 

produced a preliminary prototype at the end of Year 2.  

The CommunityPresenter 

The main target scenario for the CommunityPresenter is to run on a location-based 3D kiosk system for 

a digital museum exhibition. To this end it is deployable to a standalone system without a network 

connection. However, a second scenario is as client-side software for browsing through web-based 

exhibitions.  Creating software that can serve all these scenarios is not trivial. 

After liaison with the IVB activity from WP7 (Task 7.1, Integrated Viewer / Browser), a refined 

specification of the CommunityPresenter was produced by ISTI-CNR. It has the following features: 

 Full-screen web-browser: The technical basis of the CommunityPresenter is the web browser 

provided by Qt, Webkit (also used in Firefox). HTML content can be created by any web designer, no 

special design tool needed, no specialized knowledge needed, very good web design tool available.  

 Compatibility and flexibility: Any conventional media can be embedded in HTML and directly 

displayed (hypertext, images, audio, video), in particular also dynamically generated content. The 

look-and-feel can be quickly changed and adapted using CSS (cascading style sheets), which any 

skilled web designer can create. The HTML/CSS content could also be adapted for web delivery. 

 Behaviour through JavaScript: Web designers can access all functions of the CommunityPresenter 

through a familiar JavaScript interface. This includes loading of 3D scenes, triggering events, 

focusing, and showing dynamic information. Also techniques like AJAX can be used for asynchronous 

partial updates of a web page, which allows for very dynamic web pages. 

 3D window (QtGrimaldo) embedded in HTML: Technically, the CommunityPresenter is based on Qt, 

which allows embedding any Qt widgets into displayed HTML pages. QtGrimaldo is a Qt widget to 

display 3D scenes using OpenSG+VSL, which can thus be embedded into any web page. 

The CommunityPresenter is primarily designed as a stand-alone tool deployable to 3D kiosks, but we 

have also taken care that it is compatible with the IVB. The IVB is the software used by museum curators 

for collecting and creating suitable content from the 3D-COFORM RI. The content for digital exhibitions 

can (but does not have to) be ingested in the RI. In case it is ingested, the provenance of the data used 

for the presentation is preserved as presentation provenance, e.g. for legal reasons. 
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The 3D functionality of the CommunityPresenter is based on a Qt Widget that can display 3D content. 

This widget provides just a rectangular screen region and can therefore easily be integrated into any Qt-

based application. Since the QtGrimaldo widget must be able to display all 3D-COFORM shape 

representations, it makes sense to put behind it OpenSG together with the VSL extensions from Task 

9.1. The great advantage is that we have the option to extend in Year 3 the IVB by an authoring plugin 

for museum presentations, and a CommunityPresenter plugin can be integrated into the IVB to show a 

preview of the museum presentation (e.g. on a secondary screen) that looks exactly like in the museum. 

One important requirement is that the widget, as well as the scene it displays, can be manipulated using 

JavaScript. The JavaScript code is part of the web page the CommunityPresenter displays. The web 

designer creating the webpage is provided by the Widget with a few generic calls with which s/he can 

load a scene, jump to a view point, trigger a smoothly animated camera path, etc. The signal mechanism 

of Qt allows also defining events, e.g. the user picking a specific object, in order to trigger the display of 

the object metadata, or other attached information, on the webpage. Since the VSL has already 

integrated support for GML nodes, it was a reasonable choice to use GML as well as scripting language 

for scene manipulation. The Grimaldo library developed at TU Graz (see Task 9.1) already provides a 

number of operators for scene manipulation which can be used beneficially in Task 9.3. 

 

<html> 

<head></head> 

<body background="background_wall.png"> 

<h1>Grimaldo test</h1> 

 

<textarea id="command" style="width:400px; height:150px"/> 

<a href="#" onclick="execute()">Execute GML</a> 

<script> 

  function execute() { 

    var t = document.getElementById('command'); 

    grimaldo.call(t.value); 

  } 

</script> 

 

<p> 

<textarea id="filename" style="width:400px; height:20px"/> 

<a href="#" onclick="loadColladaFile()">Load Collada File</a> 

<script> 

  function loadColladaFile() { 

    var t = document.getElementById('filename'); 

    grimaldo.call("osg-getroot”); 

    grimaldo.call( "\"" + t.value + "\" osg-load osg-addchild"); 

  } 

</script> 

 

<p> 

<object style="border:1px solid #aaa"  

           type="application/x-qt-plugin"  

           classid="Grimaldo" name="grimaldo"  

           height=600 width=600/> 

</body> 

</html>  

Figure 4: Technical demonstration of CommunityPresenter with embedded QtGrimaldo widget to display 

OpenSG+VSL scenes. Right: The HTML source code of the web page (left) is straightforward.  
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An example of a HTML page with embedded 3D widget is shown in Figure 4. The 3D canvas shows the 

state after the execution of the GML code that was entered by the user in the top left. It has added to 

the OpenSG scene the sequence of red balls. The code at the right shows how it works: The content of 

the “command” textarea is directly sent to the .call method of the Grimaldo widget. Note that also the 

second textarea works this way: In this case, the entered filename is used to create a GML command 

string that is subsequently sent to the Plugin. The created command string reads for instance:  

osg-getroot “E:\Data\example.dae” osg-load osg-addchild 

The osg-load operator takes a filename, loads a scene, and pushes the resulting OpenSG root node of 

the loaded scene onto the GML operand stack. The osg-addchild operator uses this node and the 

previously pushed root node of the OpenSG scene to insert the loaded scene into the displayed scene. 

        

 

Figure 5: Mock-up of the CommunityPresenter using a good-looking presentation template. 

While the basic infrastructure works now, we need to give much more support for creating good-looking 

digital exhibitions like the one shown in Figure 5. The challenge in Year 3 is to produce a suitable set of 

easily customizable designs of the webpage (using CSS and JavaScript libraries) as well as a number of 

easy-to-use templates for the 3D scene and for behaviour patterns. This is not a trivial task. 

As explained, one option is to use the IVB infrastructure (from WP7) and to develop an authoring plugin 

for museum exhibitions. However, there are also many third-party tools for creating web pages, and we 

will carefully evaluate if any of those can be readily used.  

Interactive Lighting Setup Tool 

When creating a digital exhibition, one of the most difficult decisions is where to put the light sources in 

the virtual scenes. Good lighting is crucial for success. It can make a great difference in the obtained end 

result. With suitable lighting, surface details come out more clearly, and stunning near-photorealistic 

results can be obtained. The LightingSetup tool developed in Task 9.3 will drastically simplify this task for 
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CH curators. In Year 2, a first application was created (not yet based on the VSL) that allows the loading 

of meshes and BTF materials. It supports the user in the interactive placement of a single light source. 

5.2 Synthetic description of partners contributions 

The Task 9.3 partners participated in the following activities: 

 CNR-ISTI: CommunityPresenter specification and implementation of browser canvas 

 TU Graz: QtGrimaldo widget to display VSL+OpenSG scene and GML scripting interface.  

 UBonn: Interactive Lighting Setup Tool, lab prototype 

5.3 Deviation from work plan 

The work is on time. As promised for Year 2, the CommunityPresenter presentation technology is 

available.  

5.4 Plans & adaptations for the next period  

The activity will proceed according to the original plan. Concerning the CommunityPresenter, the focus 

of the work of ISTI-CNR and TU Graz will shift towards the authoring side, so that hopefully towards the 

end of Year 3 the first user tests can be carried out. Partner UBonn will be very active in realizing the 

LightingSetup tool to OpenSG 2.0, to extend it to multiple light sources, and certainly optimization with 

respect to usability by CH professionals will be important as well. 
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6 Task 9.4 – Perception-aware experiments and 

guidelines 

6.1 Activities and results in Year 2 

One of the objectives of Task 9.4 is to experiment on the integration of 3D artefacts and metadata 

drawn for the repository for public consumption. Hence, we have conducted experimental development 

of an interface which can support different types of applications to query, integrate and disseminate 

content from the 3D-COFORM collection repositories. This interface takes into consideration mixed 

informational content; and run time exploration of multiple metadata sources through a Java Servlet 

interface in order to query via SPARQL and access the 3D-COFORM repository via the RI API. 

6.2 Synthetic description of partners contributions 

Contribution of partners to Task 9.4 activities and results has been as follows: 

 UoB: experimental development of interfaces to integrate 3D content for public consumption. 

6.3 Deviation from work plan 

During Year 2 it was planned that work will be conducted to identify and begin the implementation of 

applications which will integrate a range of 3D content using the 3D-COFORM infrastructure. As the 

delivery of tools planned for public presentation was slightly delayed, experimental work was conducted 

instead on different approaches to achieve this.  

6.4 Plans & adaptations for the next period  

The activity will proceed according to the original plan and will take into account the Year 2 

developments. Major results expected are: 

 Development of and experimentation with different approaches for creating easily usable 

applications that make available content from the 3D-COFORM repositories to CH professionals 

 Assess the usability of these applications in terms of richness of content and ease of interaction  
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7 Milestones 

The only milestone for WP9 for Year 2 after Month 12 is the following: 

MS.9.3 - M24: All 3D-COFORM shape representations can be rendered at interactive speed 

As explained in detail in the Task 9.1 task description, this milestone was met already at the end of 

Month 12. The VSL was in focus in Year 1, and also during Year 2, so that now at Month 24 we have 

already a refined rendering infrastructure.  

8 Conclusion 

The activities of WP9 are in line with the planned schedule proposed in the DoW document.  

We have made significant progress over the last 24 months, and especially important that the VSL is a 

joint achievement of many partners. To bring together 7 of 19 partners in one task to jointly produce a 

common software framework was a risk. We are happy that we managed to synchronize our efforts and 

performed well together as a team. The close relationship on the work level will be beneficial for the 

rest of the project and the other tasks to come. 

The greatest challenge for Year 3 is a tight VSL-RI integration. When a user loads a large COLLADA file 

with references to many objects in the OR, we need to make sure that (only) the objects that s/he has 

the right to access are transmitted to the client side and ideally also progressively displayed. The user 

should be allowed to make interactive changes to the scene, and to save the scene preserving all state 

variables, including instance parameters of dynamic shapes. The solution to this problem is more or less 

clear, but the method is somewhat complex. 

We have to point out that the good results on the technical level are not paralleled by an equally long 

list of publications. The VSL is difficult to publish, as systems papers are hard to get accepted; and the 

different extensions nodes mainly package previously published methods. However, we are convinced 

that once the full system works, this will trigger a quantum leap on the application side, as things will 

become possible that are not possible today. So synergies are to be expected that are worth publishing. 

9 Publications  

No publications to list. All publications that could be listed here are already listed in other WPs.  


