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1 Executive summary 

This deliverable, D7.4, presents the work conducted within Work Package 7 (WP7) by the different 

partners during the fourth and final year of the 3D-COFORM project.  In Year 4, work has continued and 

been finalized on the individual browsing tools and on the shape and material search engines.  In 

parallel, partners have continued to work on the integrated viewer/browser (IVB). 
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2 Introduction and Objectives 

Work Package 7 has three objectives: development of user-facing tools for searching and browsing 3D 

cultural heritage content based on text, metadata, shape, and materials (T7.1), technologies to enable 

advanced shape- and material-based search (T7.2), and finally, the integration of all partner viewing, 

browsing, and search functionality into the IVB (T7.3).  Despite some reported changes in approach, the 

overall goals of WP7 for Year 4 and over the course of the entire project remain unchanged, and remain 

on schedule. Major activities performed and results obtained in Year 4 are: 

In T7.1 the Site Explorer was planned to receive a more advanced retrieval interface to aid with finding 

objects. Queries are formulated to allow querying for the time periods in which objects existed. 

Improvements to the User Interface (UI) have been added in terms of better data feedback through 

metadata information and enhanced navigability of the scene. Pre-recorded routes, originally planned 

for Year 3, have been added. 

In T7.2, several improvements are reported on Shape Search. The new methodologies have increased its 

usability, effectiveness and robustness. In the field of cultural heritage, the maturity of the approach has 

been tested on existing 3D databases and 3D-COFORM acquisitions; in a more general context it has 

shown to be applicable as well e.g. Google warehouse. On the level of material search, very valuable 

insights are reported on material classification based on real BRDF input using the Multiview Dome. 

For the components contributing to the IVB (in T7.1, T7.2 and T7.3), partners have continued to improve 

the development including basic query and browsing functionality, new redesign of the Viewing and 

Annotating (details are also to be found in D6.4) components, as well as stand-alone versions of the 

shape and material search services.   

The overall organization of the document is as follows. Section 2 gives a brief presentation of the project 

structure. Sections 3 to 5 present in detail the work done in Year 4 and the results obtained in tasks T7.1 

T7.2 and T7.3.  The representation is not strictly according to an explicit breakdown of the tasks but also 

follows the actual organization of work during Year 4.   Finally, the publications produced so far and 

references are listed in the last sections. 
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3 Viewer/Browser Components 

3.1 Work Planned 

The responsibilities within the IVB have been changed; hence CNR-ISTI is now responsible for the 

Searching and Browsing components, while Fraunhofer is now responsible for the Viewing and 

Annotating components. This decision was taken given the interdependencies that the previous 

arrangement was imposing. The new organization of the work enables a faster and flexible development 

process. Thus, the previous detailed plans are not valid; nonetheless the overall goals within the IVB are 

clear and defined from the beginning of the project and these have not been affected. 

With respect to the Site Explorer further work was performed to include the ability to directly retrieve 

objects from the RI, expanded navigation possibilities, and new interactive elements including ways to 

present meta-information to the user in context. PhotoCloud has been upgraded with several new 

features to provide intuitive tools to fit pictures and scan data. 

3.2 Work performed 

3.2.1  Site explorer 

The Site Explorer was planned to receive a more advanced retrieval interface to aid with finding objects. 

Queries are formulated to allow querying for the time periods in which objects existed. Improvements 

to the UI were also planned in order to present more data to the user through metadata information 

and to enhance navigability of the scene. Pre-recorded routes, originally planned for Year 3, were to be 

added. 

Pre-recorded camera routes have been added to the Site Explorer. The user is able to define a series of 

points which will define a route that the camera can then be “walked” along. This may be useful to 

highlight certain features or to aid navigation of complex scenes. The camera route defined for the site 

is saved as part of the file defining the scene layout, so will be viewable to anyone using the file. 

The retrieval interface previously only allowed a basic search for all 3D models in the RI, or all JPG 

images in the RI. This was impractical, and a more selective retrieval interface has been developed 

allowing more advanced searches as well as querying for properties relating to the time periods of 

objects, where the data exists. 

The display of metadata information related to an object has been improved, and changes to improve 

the usefulness of this data have been implemented. For instance, if the metadata for Object A has 



3D-COFORM D.7.4 (PUBLIC) 

 

8 

 

properties that relate to an Object B which is also in the scene, the user can choose to highlight, or 

navigate straight to, Object B. If the object is not in the scene, the user can query the RI to see if this 

object is retrievable. 

Objects can now be grouped together. Groups of objects can be displayed or hidden. This can be useful 

for purposes of clarity in complex scenes or areas where a large number of artefacts relate to a small 

area, and also to improve performance in scenes with a large amount of objects. 

A full overview of the functionalities is given in a separate manual document: retrieval, manipulation, 

deleting, grounding, navigation, grouping, and other options are discussed in detail. 

 

3.2.2  IVB Search and Browse 

The development of the IVB viewing component was to be consolidated in the final period of the 

project, and to be included in the testing and training plans. Additionally, it has been bilaterally tested 

with selected CH professionals, following a similar experience with VAM in this period. 

The technical effort for the fourth and final year of the project was focused on serving the practitioners 

in their real environment and within the established workflows. Thus, the development in this period 

addressed these requirements rather than new risky and unstable features. This was realized by means 

of re-directing some of the technical resources, in order to consolidate the more matured and promising 

components. In the context of this prioritizing process, Fraunhofer decided to reallocate 8 PMs from 

Task 5.2 (Fraunhofer originally had 26 PMs, reducing its overall effort to 18 PMs), in order to strengthen 

the development of the Integrated Viewer / Browser (IVB). In other words, Fraunhofer’s effort in Task 

6.2 (3D Annotating) was increased by 4 PMs from 12 PMs to 16 PMs and Fraunhofer’s effort in Task 7.1 

(3D Viewing) was increased by 4 PMs from 18 PMs to 22 PMs. It is important to note that Fraunhofer’s 

effort in Task 7.1 and Task 7.2 was merged into Task 7.1 after the second review, because of the change 

of responsibilities in the framework of the IVB between CNR-ISTI and Fraunhofer. 

The IVB was tested in three different events during the final period of the project: 

 Testing Workshop at the V&A in London, June 25 and 26, 2012 

 Resources Room at the Reshaping History Exhibition in Brighton, July 27 to August 25, 2012 

 German National Summer School in Schmitten, September 3 and 4, 2012 

The results of these exercises led to the consolidation of the IVB (see also Deliverable 5.4), which is now 

much more matured and stable for the professional use. The feedback was also dedicated to ease the 

user interaction, allowing inexperienced users without previous knowledge on semantic models or 3D 

modelling to employ it and to conceive it for the professional workflow on 3D annotation. The main 

focus of the final period resided in the interaction and design metaphors. This was motivated by the 
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feedback collected during the testing workshops, given that the tool was functional but the users were 

hardly able to profit from the development. Figure 1 shows an overview of the layout of View and 

Annotate interface of the IVB, which consists of: 

 Actions Sets: it is the set of supported actions, which are grouped according to the workflow: a) 

3D scene related actions, b) Area creation related actions, and c) Annotation creation related 

actions. The provided functionality was combined into three clusters which are shown as vertical 

tabs. The actions in each tab are presented in iconic form. This approach is basically motivated 

by ribbon interfaces. In order to optimize use of screen space, a vertical ribbon style was 

designed and implemented, adapting the Qt framework. 

 Working Window: in this window, the user can visualize a 3D shape, a picture, or plain text, and 

create Areas that have a spatial extend. For more details see the corresponding section below. 

 Browsing Window: this window can show other (or even the same) media object. All the media 

objects that are loaded are presented as tabs - again the option was for a vertical configuration 

because given the general layout, optimization of the space was easier with screen width rather 

than with screen height. 

 Metadata Viewing: this section collects information (metadata) attached to the media object (3D 

shape, picture or plain text). For more details see corresponding sub-section below. 

 Annotation Interface: this area is used to enter Annotation information, i.e. comments and 

relations, and create corresponding semantic structures in a semantic repository. 
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Figure 1: General Graphical User Interface of the View and Annotate interface of IVB, divided into 5 

different sections. 

 

Working window: this is the primary 3D window, where the user interaction with 3D shapes is 

performed. It provides the following key functionality: 

 view and navigate 3D shapes; 

 create Areas on top of the 3D shapes; 

 segment 3D shapes in parts of its surface; 

 hover over Areas to highlight information about the selected Area; 

 select Areas to display information about the associated annotations. 

It is fundamental to note that given the extensive CIDOC-CRM annotation model that allows linking of 

many media objects to one or more Areas, and that generates metadata along with the relationships, it 

is not possible to simply show a text, a picture, etc. on top of the 3D shape in the 3D scene. For doing 

this, other sections of the GUI are used and display the linked 3D shapes and pictures in the browsing 

window and in the annotation interface (see Figure 1). 

3D visualization and navigation: the fundamental viewing capabilities of our tool are based on the scene 

graph system OpenSG. To be able to display highly sophisticated material models (e.g. BTF) OpenSG has 
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been extended to the VSL library (see Deliverable D9.4 for details). Navigating the scene is configurable 

at run time. Since prospective users are coming with different backgrounds and experiences with other 

tools, a component was designed in the IVB that allows the user to individually customize the mappings 

between mouse events and movements to actions in the viewer. In this way, the behaviour of other 

systems (e.g. MeshLab, Maya, 3ds Max) can easily be mimicked in the IVB. 

Creation of Areas on top of a 3D shape: the user can specify a spherical or cylindrical subspace (see 

Figure 2) of the volume as an Area to which annotations can be associated in a subsequent step. 

Additionally, a label and a colour can be assigned to the created Area. 

 

 

Figure 2: Supported areas by the IVB for the semantic enrichment process. Two spheres on the eyes and a 

cylinder on the nose, as well as the segment of the statue. 

 

Segmentation of the 3D shape: in many cases, it is required to more precisely specify a contour of an 

Area than just creating a sphere or a cylinder. Therefore, the 3D viewer provides an interactive 

segmentation functionality (see Figure 2). Segmenting the surface of a 3D shape can sometimes be 

tedious, thus segmentation functionality was designed with the following goals in mind: 

 decoupling navigation from segmentation to easily rotate the object while specifying the 

border(s) / contour(s) of a segment; 

 outlining contours on the surface of the object; 

 enabling the possibility to specify many contours for a segment, e.g. to segment the body of a 

statue from its arms and legs; 
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 auto-closing contours to relieve the user from exactly ending the contour where it started - auto-

closure follows the surface based on the shortest path to the starting point; 

 specifying the segments by a 'surface-filling' approach, defining one or more seed points to create 

segments on different sides of the contours. 

In this way, the sophisticated requirements toward segmentation in the CH domain are addressed that 

ask for the possibility to segment complex shapes into parts, to segment according to its texture, to 

segment out damages of the surface, etc. - all which is impossible with the current state of the art 

automatic segmentation algorithms. 

Metadata viewing: in this section of the UI (see Figure 3), four tabs are grouped together, presenting 

information to the user about: 

 metadata of the media object (under the Info tab); 

 Areas that are defined on the 3D shape shown in the working window; 

 annotations that are linked to the Areas of the 3D shape; 

 auxiliary system information (under the Console tab). 

Each table (in a tab) can be user-configured with respect to the order of columns, visibility of columns, 

etc. The content of the table can be sorted by any column title, e.g. by creation date. Upon request, the 

user can activate a filter (by dragging the corresponding widget from left to right) to only show entries in 

the table that match a certain condition, e.g. the name of the creator. For the Area creation, the 

corresponding tab also serves for entering the label of the Area and for activating a colour editor to 

specify its colour in the scene. Additionally, the tab shows the status of the Area, i.e. has it already been 

used in an annotation, is it ingested into the repository, and the like. Hovering over the list of Areas 

highlights the corresponding area in the 3D scene. The Annotations tab lists all annotations defined on 

the 3D shape in the working window, it shows their type (Comment or Relation), and it shows which 

Areas are linked by which annotation. The free text content is being displayed on the Annotation 

Interface section of the UI. 

 

Figure 3: Interface for the Metadata Viewing section. 



3D-COFORM D.7.4 (PUBLIC) 

 

13 

 

 

The development achieved during the last period of the project was published in relevant conference 

and journal papers ([kr01], [ps01], [ps02]), illustrating the scientific importance and quality of the work 

conducted within the project. 

 

3.2.3  PhotoCloud  

The implementation work of PhotoCloud was mostly finalized in Year 3. This tool supports the easy 

browsing of dense photo collections of artifacts or sites by means of an intermediate 3D reconstruction. 

The user can browse sets of photos stored in the (remote) repository either by directly manipulating the 

corresponding 3D model, or via a visual presentation of the viewpoints from which the photos were 

taken. In addition, the user can visualize multiple images from similar viewpoints but at different times 

by keying the images whose viewpoints are relative to the same approximate 3D model. As an example, 

PhotoCloud can directly read the output of ARC 3D to visualize images in relation to the model that ARC 

3D has generated.  

The interface presents an interactive 3D view of the point cloud or of the triangle mesh, with a selection 

of images from nearby viewpoints along the bottom.  Various rendering options are available to render 

these images in context within the 3D view.  

As planned, most of the implementation work to develop PhotoCloud version 2 was performed during 

Year 3.  The focus of the fourth year of activity has been: 

 Production of some test datasets to assess the PhotoCloud visualization approach; this was 

accomplished by the production of: 

 two urban-scale datasets, depicting piazza Cavalieri in Pisa (Figure 4) and piazza della Signoria in 

Florence (Figure 5); 

 one dataset representing a large statue (the Michelangelo's David, including photographs from 

two different campaigns, shot before and after the restoration occurred in 2004, see Figure 6), 

 one dataset representing a medium-size statue (the Pisa Griffin). 

 Debugging extensively the system and solving a few problems (bugs, refinement of the GUI) suggested 

by the users; 

 Writing and submitting scientific papers to contribute to the dissemination of the technology designed. 

One paper has been accepted for publication on the  IEEE Computer Graphics and Application journal 
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[Brivio et al 2012] and another one has been submitted to VAST 2012 and it is currently under review 

[Brivio et al 2012a]. 

  

 

Figure 4: The PhotoCloud interface presented in the framework of the Piazza dei Cavalieri (Pisa, Italy) 

test case. The nearest image to the current scene view is projected onto the 3D scene. Other images are 

represented by 3D iconic frames (in white) and by small thumbnails at the bottom. 

 

The PhotoCloud v.2 system has been available in beta version since the beginning of summer 2011. It 

has been deployed and officially released to the partners on 23 September 2011; the final version has 

been delivered in July 2012 by means of the web page http://vcg.isti.cnr.it/photocloud/ that contains a 

description of the tool, some videos and links to the executable and source code (see Figure 7). 
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Figure 5: PhotoCloud and the Piazza della Signoria (Florence, Italy) test case. 

 

Figure 6: PhotoCloud and the Michelangelo's David (Florence, Italy) test case. 
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Figure 7: PhotoCloud presentation on the web. 
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3.3 Deviation from work plan 

For the IVB, the fourth year work plan has been fulfilled according to the DoW. Concerning the 

development and assessment of PhotoCloud, there is no deviation from the work plan. With respect to 

the Site Explorer, there were no notable deviations either. 

 



3D-COFORM D.7.4 (PUBLIC) 

 

18 

 

4 Shape and Material Retrieval Services 

4.1 Work Planned 

The shape and material retrieval services constitute the "back-end" services in WP7, and are housed in 

T7.2. These services are responsible for servicing queries based on object shape and material properties, 

which are complex problems that cannot be easily handled within the MR or OR. As such they are 

responsible for pre-computing and indexing the necessary object features to perform these searches, 

and for responding to queries from the RI based on their internal databases.  The Year 4 goal has been 

to integrate shape search into 3D-COFORM, improve the algorithm and test the methods for user input, 

and integration with the RI and IVB (via the QFI).  

Concerning material search, it was planned to extend the QFI GUI to support material retrieval. Further 

goals have been the completion of the BTF database and the performance of retrieval tests. In this 

scope, the plan included a comparison between the performance of the current approach (based on 

BFHs) with a method relying on feature histograms, based on the approach in [mv3], taking into account 

the distinctive view-light configurations. Furthermore, the addition of semantic attributes for the 

retrieval was planned and the interface for content-based material retrieval should be delivered. 

4.2 Work performed 

In Year 4, the focus was on the following areas: 

 Shape Search: How to efficiently improve shape search of Year 3 [1]? 

 User Feedback: How to incorporate the user into the search engine to retrieve results that are 

relevant for the particular user's need. How to measure if the method works? 

 Integration: How to integrate shape search into 3D-COFORM? 

The descriptors and algorithms developed are summarized below; more detail can be found in the 

resulting publications [jk01,jk02,jk03,mp01]. The methods have been tested on established benchmark 

data sets (Princeton Shape Benchmark, TOSCA, SHREC '09) and a collection of high resolution models of 

statues provided by the Louvre. 

Efficient, robust shape descriptors are the key to successful shape-based search and classification. In 

Year 4, results of the previous year [y3] and, further, use of the information of relevant/irrelevant 
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shapes in the database, use proposed shape search methods to boost text-based shape search, to 

incorporate user in the shape search and to also integrate it. 

4.2.1  Shape search 

Shape representation and search (recapitulation) 

Initial shape search is described in [jk01] in detail, however a brief overview is presented in this section. 

Shape features are the key for the shape search. Every shape is described by the set of local 3D SURF 

features. The idea behind these types of features is that the pair of features surrounded by the similar 

part of the shape will have similar descriptors, and features with different neighborhood (e.g. corner 

and center of the pane) will have different descriptors. 

 

Figure 8: Shape voxelization. Shape is firstly voxelized into grid cube. Where every bin stores whether 

there is an intersection with a shape's face or not. The figure shows voxelization into 52x52x52 grid. In 

reality, shape was voxelized into 256x256x256 grid. 

 3D SURF features of all shapes were quantized resulting in the set of discriminative feature’s 

cluster centers (visual words). This collection of all cluster centers (visual words) is called visual 

vocabulary; 

 For every shape, the BoW vectors are computed as the histogram of visual words occurrences; 
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 Every shape model is represented as the normalized BOF vector (preferring the discriminative 

visual words and penalizing visual words that are common in the database as they do not help 

for the discriminability); 

 The similarity between shapes is defined as the similarity between these BOF vectors. The 

combination of 3D SURF and BOF based shape search was evaluated on several state-of-the-art 

data sets and compared to different descriptors. Although the 3D SURF descriptor outperforms 

others in most cases, the performance is very dependent on the dataset, which is done by 

different characteristics of databases. Details are documented in [jk01]; 

 

 

Figure 9: Shape indexing. Process of computing bag-of-feature (BOF) vector. Shape is described by the set 

of local features (3DSURF), and then every feature is associated by the closest visual word from the visual 

vocabulary. Finally, shape is represented as the histogram of visual words (BOF). Comparison of shapes is 

then done by comparison of BOF vectors. 

Shape search pipeline 

Shape search can be easily improved using the three-stage cascade algorithm. Here, first simple and fast 

algorithm (initial search based on BoW similarity) is used to rank all shapes from the database, and then 

a slower yet effective method re-ranks first N results and gives information regarding which shapes are 

important. Third, verified shapes are used to improve the distance measure for better shape search 

performance. 
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The previously described pipeline (initial search – verification – expansion) was also used to evaluate 

methods for user feedback as expansion after verification equals to shape reinforcement after user 

relevant shapes selection. In this case, verification stage (that returns relevant shapes) equals to user 

selections. This is described in detail in the next section. 

Verification 

After the initial search, the set of promising shapes are obtained that are similar to the query shape. As 

the initial shape search algorithm was designed to be fast, it does not include precise structure 

verification. This structural verification is included here. The goal is to verify whether two shapes (query 

and high ranked shape from the database) are relevant, i.e. to measure their similarity. The similarity 

between two shapes is measured by a symmetric Modified Hausdorff Distance Measure. This sums the 

distance of every feature from one shape to the most similar feature from the second and vice versa. 

The distance can simply be Euclidean distance, but it is devised as a combination of similarity in the 

descriptor space with spatial configuration of features. The following text shows how the distance can 

be computed for structural assumption such as star-model. Then, its generalization is introduced to be 

robust to topological changes and to obtain better performance. 

 Two part weak shape model (W2): This is one of the simplest structural representations for an 

object. It is proposed that the observation of any one feature (part 1, feature) in a specific 

configuration w.r.t. to the object center (part 2, anchor) is sufficient to verify the shape. As 

illustrated in Figure 10 (a), features f and g are considered a good match when their distances to 

their respective object centers are similar. Considering normalized distances rather than 

displacements, renders the system scale and rotation invariant. So that, distance between two 

features is computed as a displacement distance to the shape's center. 

 Three part weak shape model (W3): Robustness is added to the measure of W2 by increasing 

the weak spatial layout to consist of vicinity of features instead of shape center only. For every 

pair of features (f at one shape and g at another), the distance is measured between them as a 

weighted mean displacement to features that are close to them. In other words, a pair of 

features has small distance if features around that pair are in the consistent configuration. Note 

that this is more robust than W2 as the distance here is defined locally rather than the global 

displacement to the shape's center. 
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Figure 10: Illustration of the verification methods. Given two shapes, q and r and their features f and g, 

dist(f;g) weights {f;g} whether it represents a good correspondence or not. (a) W2 good correspondences 

minimize the difference of their distances to the shape’s centers. See that foq is similar to foq , while f'oq 

to g'or not. In the Implicit Shape model meaning, if f and g will be assigned into the same visual word, 

they will vote correctly for the shape’s center. (b) W3 technique, weight of {f;g} will be high as the 

relations to close correspondences are correct. Correspondences that are far are down-weighted to not 

be taken into account. This is a visualization, each match is compared to the hundreds of 

correspondences. 

Methods for User/Automatic Reinforcement 

In this section, methods are presented that change the query description or define a new distance 

measure using the relevant shapes from the database. These relevant results can be obtained: 1) 

automatically using the previously described verification algorithms. This allows quantitative evaluation, 

or 2) by user input. This allows results to drift according to the exact need of the user. In the following 

text, methods are described: 

 Average Expansion: The most popular strategy to re-issue a new query is called average query 

expansion. The mean of the shape descriptor vectors associated with the top (10) shapes from 

the verified, retrieved shapes is used to construct a new query. For reliable verification, the 

expansion threshold from the first set of verified results must be set carefully to avoid inclusion 

of incorrect documents as it will destroy the shape search results (validation set is usually used 

here, the threshold was tuned for one dataset that had a validation data, then the threshold was 

kept for the rest of experiments). 

 Average Expansion with negatives: Information is to be employed from both the positive and 

negatively verified samples. In addition to augmenting with the mean of the positive examples 

(similar to the original AE described above), new shape descriptor vector is decreased by the 

mean of negatively verified (and unverified) shapes. 

 Unsupervised distance learning: In this explicit distance learning scheme, modified distances 

are learned instead of score-based classifiers or new shape descriptor vectors. A verification 

pass on an initial search gives the following: 1) a set of verified true positives; 2) a set of true 
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negatives; high similarity but discarded by verification, 3) false positive matches: low similarity 

but verified as relevant and 4) truly distant which are correctly verified negative (true negatives). 

The idea is to employ these results of structurally established relevance to find a linear mapping 

for bag-of-visual word (BoW) vectors (b) such that the new BoW is constructed as b' =Mb, such 

that relevant shapes will be closer to the query and the irrelevant ones will be separated 

further. The distance learning algorithm of Philbin et al. [jp10] is employed to learn the 

Mahalanobis matrix M. For the learning: set 1) is used as positives, set 2) as negatives close and 

set 4) as far negatives.  

4.2.2  User feedback: the evaluation of methods 

Evaluation 

Methods for user feedback were compared on the cascaded shape search system. Here, first shape 

search algorithm reorder shape search (BoW), then verification proceeds on the top ranked results. This 

is an automatic way of user input that makes a decision if the shape is correct or not. It allows 

quantitative evaluation. Then User Feedback algorithms reorder results and the search performance was 

measured. Proposed methods were compared for verification (W2 and W3) with k-reciprocal nearest 

neighbor [7] where BoW similarity is defined in the symmetric way.  

The performance was measured as the area under the Precision-Recall. Results on large vocabularies are 

shown in the following table. 

 

 TOSCA Princeton SHREC'09 

 reorder AE AEnon Reord AE AEnon Reord. AE AEnon 

W2 0.623 0.635 0.649 0.283 0.337 0.339 0.262 0.366 0.290 

W3 0.635 0.713 0.718 0.284 0.335 0.332 0.267 0.389 0.389 

KRN 0.626 0.667 0.684 0.283 0.322 0.322 0.275 0.338 0.340 

BoW 0.622 0.282 0.277 

 Table 1: Performance of shape search. Proposed methods were evaluated on several state of the 

art data-sets [1,2,3]. The performance is measured as the average area under the Precision-Recall curve, 

so that higher number means higher performance. 
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 Figure 11: Examples of the shape results. Note that in the first row –results after vanilla search– 

several shapes are not from the same category but they have similar shape (balloon is also spherical as 

the head). Verification method W3 at the second row improves results and when expansion is used (third 

row), the balloon disappears completely. 

The methods were also evaluated on smaller vocabularies (50 visual words). It allowed the use of DMLL-

BoW method. From these results (not shown here) it was concluded that AE and AEnon outperforms 

DMLL-BoW significantly. The case can be that new metrics for BoW vectors are learned from a relatively 

small number of examples (~15). 

Shape search to boost text-based search 

Here 3D retrieval was incorporated into text-based shape search to improve results by using the 

structure of shapes. The primary means of retrieval here is text based queries employed by users 

interested in creating, sharing and searching specific classes, yielding the dataset and the problem of 

retrieval a natural class-specific tilt. So the power of the algorithm is highlighted to improve retrieval by 

incorporating 3D structure and categorization in a weakly supervised framework. 150 best results were 

downloaded (sorted by popularity and relevance) for several queries (query-tags) such as "bike", 

"motorbike", "cat", "table", "chair", "car" etc. accumulating a total of 2.5K shapes. For every shape only 

the rank in the Google result list is stored and the query-tag (often incorrect). 

For the set of shapes retrieved by the initial text query, the retrieval method W3 +AE was used to 

reorder results as in the following simple, unsupervised way. Firstly, for every shape, expansion by the 

same query-tag shapes using the W3 +AE method, so only relevant shapes are used as W3 verification 

step is involved. Then shape search is performed across the whole database (all query-tags) for every 

shape. The resulting list is used to construct tag-relevance score (trc) for every shape that is querying: 

the percentage of the correct query-tag shapes in the beginning of the list. Formally, 
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where yq(i) returns I if i-th result has the same query-tag as sq, nothing is returned otherwise. 

Parameter st controls how deep to go in the result list. Finally, for every query-tag, shapes were sorted 

by trc(). 

 

 

Figure 12: Performance on Google Warehouse. (a) Comparison of results for different query-tags. 3D-

COFORM result (top rows) and Google relevance results (bottom row). (b) Average PR curve using the u 

per every class, where the solid line is 3D-COFORM and dotted line Google relevance result, (each color 

refers to a different query-tag). 

Results are shown in Figure 12 (a). For the trc ranking, results are dramatically improved even if only 

40% (or even less) of query-tag relevant shapes occurs. Please note that the performance also depends 

on the shapes with different query-tag as these shapes are involved to avoid wrong query-tag shapes. 

As there was no ground-truth available and hand labeling of 2.5K shapes is time consuming, the ground-

truth was approximated here. The user labels ten correct shapes for every query-tag. Then, a 1-against-

many SVM is learned to classify the rest of the database. This labeling was used as one approximation of 

the ground-truth, to evaluate the trc shape ordering as shown in Figure 12 (b). While one could argue 

that it is unfair to compare with Google results (as Google seems to use only text information), this is a 

simple method that significantly (and with no cost) improves retrieval using 3D information. 

When using shape search in text-based databases of 3D shapes, results show that the text-based search 

is dramatically improved by introducing the shape-based methodologies described above. It is even 
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possible to correctly retrieve models that had wrong text-labels to being with (note that only text-query 

was given). 

 

4.2.3  Shape search integration into 3D-COFORM 

This section describes how shape search is implemented and used inside 3D-COFORM. 

Problem statement 

Figure 13 shows the shape search integration. Outside programs are on the left side and programs that 

run at KUL server are on the right side. They communicate via web-service. The flow is: 

 Feature calculator computes features and sends them automatically to KUL. 

 KUL server runs indexing. 

 When indexing is done, CRI can query via web-service. 

Provided services 

Shape search has these features: 

 Shape search: sort shapes by the similarity given the query shape id, communication is done via 

web service. 

 Visualization: HTML page can also return results in a form of rendering of shapes. This gives a 

direct guess about the results. For this, renderings have to be pre-computed for the entire 

database. When results are shown here, the user can easily select a new query by simply clicking 

on the shape of interest. 

 Features computation: This algorithm computes features for the shape at the OR location and 

features (only features) are automatically sent to KUL for indexing into the database. 
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Figure 13: Communication of shape search. Features are computed at the OR location. Then, only 

features are sent to KUL server where they are processed. After this is done, shape appears in result list 

and also can be used as a query. 

 

Implementation details 

Server part communicates with abroad via PHP HTML format, where returned data are in the form for 

CRI. PHP script calls C++ code doing the job for shape search. Features are pre-computed for fast 

computation (querying 400 shapes takes less than 100ms).  

Concluding analysis 

In the areas of shape retrieval and recognition before 3D-COFORM, most of the work aimed at global 

description of shapes such as Spin Images [Johnson01], Spherical Harmonics [Kobbelt03], or libfvs 

[libfvs] library that provides several descriptions algorithms. Global description cannot incorporate non-

rigid transformation, scale variances, missing parts, noise of the shape, or occlusions. These are 

important properties that any retrieval/classification/segmentation algorithm cannot handle when such 
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a global descriptor is used. Thus, people recently rather started to describe shapes as the set of local 

independent parts known as features; they can be obtained after segmentation of the single shape 

[Toldo09], or directly shape’s vertices [Ovsjanikov09]. 3D-COFORM explored the power of well known 

2D SURF descriptor in 3D [jk01], that outperforms State-of-the-Art in several State-of-the-Art datasets. 

In contrast to other methods, it was found that configuration of that feature plays a key role in 

recognition [jk01]. Furthermore, orientation information of such features provides even better results 

[jk02]. The variety of [jk01] extensions [Woodford11,Grabner11...] prove this. 

 

In addition to this, it has also been shown that the combination of relative position of points, their 

appearance and the Graph-Cut based optimization framework leads to very promising results in scene 

segmentation [jk03]. While using a more complicated model, such full-connected [mp01] instead of only 

star-model (in [Knopp10a]) improves results, and also increases the computation time. 

4.2.4  Material search 

First, the interface for content-based material retrieval has been implemented following the structure 

for the shape search. In addition, the mass data acquisition for the purpose of generating a BTF 

database has been completed and retrieval tests have been performed. In this scope, the performance 

of the current approach has been compared with a method relying on feature histograms, based on the 

approach in [mv3]. The features used in the latter method are obtained as the MR8 filter responses, 

which have proven to deliver state-of-the-art performance on the CuReT-database. For classification on 

the new database, experiments have been carried out both for choosing a selection of textures with 

fixed of view-light combinations and a random selection of textures of the BTF. In the classification 

experiments, two configurations were tested: 

- considering all the 156 materials in the database as extra classes 

- grouping the 156 materials into 13 super classes (such as wood, stone, leather , …) 

In addition, the number of selected textures per material was varied (Table 2). 
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Configuration Classifier 

Number of 

Classes 

Number of 

Textures 
NN  NN  

156 46 77,174% 73,834% 

156 100 83,898% 80,674% 

13 46 85,722% 83,742% 

13 100 90,170% 88,520% 

Table 2: Classification experiments: The measured materials are treated either as individual classes or 

grouped to form 13 categories such as wood, leather, etc. In addition, different numbers of textures are 

drawn from the measured BTF data and two metrics are tested. The classification rates shown are 

averaged over 5 runs. 

 

These configurations are also considered in the retrieval experiments. In comparison to the 

classification, a list of textures with their corresponding probability for associating it with the query 

texture is returned. These probabilities are then averaged for each of the measured materials resulting 

in an average retrieval rate. By considering these values in a confusion matrix, relations between the 

different classes can be derived. Table 3 shows the confusion matrix for the retrieval with 156 materials 

which are categorized into 13 material classes. For each of the materials 100 textures are randomly 

drawn. This histogram-based approach has been tested with the interface for content-based material 

retrieval. 
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flagstone 82.5 0.8 1.3 2.3 1.0 6.0 0.4 0.5 1.6 1.0 0.4 0.2 2.0 

wood 2.7 82.5 3.2 1.0 1.5 0.3 0.5 1.9 1.3 0.3 1.1 1.2 2.7 

laminate 1.4 0.8 86.9 1.4 1.9 0.4 0.3 1.8 1.0 0.3 0.8 0.6 2.5 

synthetic 

leather 

16.3 0.6 0.9 65.1 4.5 4.5 0.3 2.7 0.5 0.8 0.3 0.6 2.9 

leather 2.4 1.7 3.0 3.5 69.0 1.3 1.6 3.0 2.3 0.7 0.5 2.8 8.3 

metal 18.3 1.4 1.7 4.3 1.1 68.6 1.2 0.8 1.1 0.6 0.3 0.3 0.6 

sand 0.3 0.1 0.2 0.0 2.2 0.0 74.9 3.8 4.2 0.9 0.4 9.3 3.7 

sponge 0.8 1.5 1.0 1.5 1.3 0.3 4.0 70.7 3.4 1.1 0.7 8.5 5.3 

stone 1.5 0.4 0.6 0.7 0.4 0.2 3.2 2.3 84.8 0.8 0.8 0.6 3.8 

fabric 2.4 0.6 1.6 2.9 0.8 1.7 3.7 2.5 4.0 71.3 2.1 3.5 3.1 

wallpaper 0.7 1.3 1.3 0.4 1.1 0.2 1.9 2.2 3.5 1.2 81.3 2.2 2.9 

carpet 0.3 0.4 0.1 0.3 0.3 0.0 5.9 4.8 0.5 0.8 0.4 81.3 5.1 

walk 3.2 1.3 1.2 1.2 2.5 0.3 2.0 4.6 3.8 0.8 0.8 4.9 73.1 

Table 3: Retrieval Results for 100 textures, 156 materials and 13 material classes: The entries (i,j) in the 

confusion matrix show the probabilities of assigning material i to material j.  

 

In addition, UBonn developed a purely image based material classification approach, i.e. the images are 

acquired under different illumination conditions and show different material samples, which has been 

published on CESCG 2012 [ib01]. Following [cl2], different low-level image features are extracted from 

the images. The single feature types are then clustered using k-means and histograms are generated for 

the involved images. Classification is then performed via Support Vector Machines, leading to state-of-

the-art performance. 
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4.2.5  Integration with QMMR service 

QMMR WS is a core component of the Repository Infrastructure (RI). It incorporates the Query Manager 

(QM) which is responsible for preparing queries, redirecting Shape and Material queries to the 

appropriate Shape and Material retrieval services and handles the query results. During this year there 

has been work on the communication and the integration of these services. All relevant reports can be 

found in D6.4 Final Report. 

4.3 Deviation from work plan 

No deviations are to be noted for Shape Search. 

With respect to material search, due to the scanning campaign with the new, moveable Multiview Dome 

at the 3D-COFORM Reshaping History Exhibition in Brighton, which took place from 27 July to 25 August 

2012, UBonn had to redirect some effort to WP4. Therefore, slight deviations arose concerning the 

integration of the material search in the QFI GUI and the inclusion of sematic attributes. 
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5 Integration of the 3D-COFORM browser 

5.1 Work Planned 

Integration activity scheduled for Year 4 was primarily concerned with supporting residual integration 

issues for components developed in other tasks and delivery of the final integrated browser tool. 

5.2 Work Performed 

As noted in the introduction to this and previous reports, the separation of work into the three tasks 

T7.1, T7.2 and T7.3 became blurred as the project progressed. In particular, after initial detailed 

discussion and requirements collection under T7.3 in Year 1, it became clear that a more tightly-coupled 

view of the 3D-COFORM  ‘browser’ was required, resulting in the ‘Integrated Viewer/Browser’ (IVB) 

which incorporated the plug-in platform and core viewing and browsing components in a single 

framework, into which additional tools could be loaded or accessed. The result was that some of the 

work of T7.3 became part of more general tool development effort within this work package, and that 

work was essentially complete with the development of the final IVB system.  

In addition, some tools developed in the project have a more ‘back office’ role (such as repository 

administration), and while these were not integrated into the IVB application, their integration with the 

Repository Infrastructure and larger technical framework continued to be supported in this task. 

Many of these activities are more appropriately discussed as part of the main tool development in other 

reports, but the following points summarise the key integration activities undertaken during Year 4: 

 IVB completion and testing, primarily by ISTI-CNR and FhG-IGD, supported by FORTH, as 

described in greater detail under task 7.1 (above). 

 Integration of annotation and other tools (notably the AnnoMAD annotation tool) developed by 

PIN, within the framework of the IVB, in particular the design and the implementation of the 

required functionalities and interfaces for semantic encoding and annotation of free texts in the 

final version of the IVB. 

 Management tools including the co-reference resolution tool and the terminology management 

and mapping tools (FORTH – see D6.4), and the CorExplorer tool (TU Graz – see D3.4) were 

integrated into the Repository Infrastructure substructure. 

The result of these activities is an integrated suite of user-tested applications and support tools, as 

demonstrated at the project final review meeting. 
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5.3 Deviation from work plan 

No deviations are to be noted for T7.3. 
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6 Progress beyond State of the Art 

The IVB developed is the first interactive semantic enrichment tool for 3D CH collections that is fully 

based on the CIDOC-CRM schema and that fully supports its sophisticated annotation model. The tool 

eases the user interaction, allowing inexperienced users without previous knowledge on semantic 

models or 3D modelling to employ it and to conceive it for the professional workflow on 3D annotation.  

PhotoCloud follows the approach originally proposed by PhotoTourism, but considerably extends it, 

increasing flexibility and making it possible to apply large mixed 2D-3D data sets over complex CH 

datasets. The assessment performed with CH operators has demonstrated the huge potential of this 

approach. 

The approach used for shape based search has proven its successfulness on retrieval of 3D-COFORM 

acquisitions, even so for important existing 3D databases, but it also has shown applicability to a very 

general data set such as Google Warehouse. In 3D-COFORM it is demonstrated that the use of the well-

known 2D SURF descriptor in 3D [jk01], outperforms the state-of-the-art in several datasets 

Also the methodologies for material search are genuine in the field. The classification results give us the 

first insights on actual state-of-the-art dome acquisitions. 



3D-COFORM D.7.3 (PUBLIC) 

35 

 

A. Publications 

[Brivio et al 2012] P. Brivio, L. Benedetti, M. Tarini, F. Ponchio, P. Cignoni, R. Scopigno, "PhotoCloud: 

realtime web-based interactive exploration of large mixed 2D-3D datasets", IEEE Computer Graphics and 

Applications, Vol 32(?), 2012, (in press) 

Available at:  

http://ieeexplore.ieee.org/xpl/articleDetails.jsp?tp=&arnumber=6253199&contentType=Early+Access+A

rticles&sortType%3Dasc_p_Sequence%26filter%3DAND%28p_IS_Number%3A5185484%29 

 [Brivio et al 2012a] P. Brivio, M. Tarini, F. Ponchio, P. Cignoni, R. Scopigno, "PileBars: Scalable Dynamic 

Thumbnail Bars", Submitted to VAST 2012, Brighton (UK), 2012. 

[y3] 3D-COFORM 3rd year report, D7.3, 2011 

[jk01] J. Knopp, M. Prasad, G. Willems, R. Timothe, L. Van Gool. "Hough Transform and 3D SURF for 

three dimensional classification." In IEEE ECCV, Chersonissos, 2010. 

[jk02] J. Knopp, M. Prasad, L. Van Gool. "Orientation invariant 3D object classification using Hough 

Transform based methods." In ACM Multimedia Workshop on 3D Object Retrieval, Firenze, 2010. 

[jk03] J. Knopp, M. Prasad, L. Van Gool. "Scene Cut: Class-specific Object Detection and Segmentation in 

3D Scenes." In 3DIMPVT, Hangzhou, 2011. 

[mp01] M. Prasad, J. Knopp , L. Van Gool. "Class-specific 3D Localization using Constellations of Object 

Parts." In BMVC, Dundeee, 2011. (oral) 

[ib01] Ishrat Badami  « Material Recognition: Bayesian Inference or SVMs? » In proceedings of Central 

European Seminar on Computer Graphics for Students, Apr. 2012 

[kr01 T7.1.1] Rodriguez-Echavarria K., Theodoridou M., Georgis C., Doerr M., Arnold D., Stork A., Pena 

Serna S.: Semantically rich 3D documentation for the preservation of tangible heritage. Accepted at 

VAST12: The 13th International Symposium on Virtual Reality, Archaeology and Intelligent Cultural 

Heritage. 

[ps01 T7.1.2] Pena Serna S., Schmedt H., Ritz M., Stork A.: Interactive Semantic Enrichment of 3D 

Cultural Heritage Collections. Accepted at VAST12: The 13th International Symposium on Virtual Reality, 

Archaeology and Intelligent Cultural Heritage. 

[ps02 T7.1.3] Pena Serna S., Scopigno R., Doerr M., Theodoridou M., Georgis C., Ponchio F., Stork A.: 

Exploring and Enriching 3D Cultural Heritage Collections In submission process to ACM Journal on 

Computing and Cultural heritage. 



3D-COFORM D.7.3 (PUBLIC) 

36 

 

B. References 

 [JP10] J. Philbin, M. Isard, J. Sivic, A. Zisserman .: Descriptor learning for efficient retrieval . In ECCV , 

2010. 

[7] Qin D., Gammeter S., Bossard L., Quack T., Gool L. J. V.: Hello neighbor: Accurate object retrieval with 

k-reciprocal nearest neighbors. In CVPR , 2011. 

[da1] David Arthur, Sergei Vassilvitskii  « k-means++: The Advantages of Careful Seeding »  In SODA 2007 

[cl2] Ce Liu, Lavanya Sharan, Edward H. Adelson, Ruth Rosenholtz «Exploring features in a Bayesian 

framework for material recognition » In IEEE Conference on Computer Vision and Pattern Recognition 

(CVPR), 2010 

[mv3] Manik Varma, Andrew Zisserman  « A Statistical Approach to Material Classification Using Image 

Patch Exemplars » In IEEE Transactions on Pattern Analysis and Machine Intelligence PAMI 2009, pp. 

2032-2047, November 2009 

[Johnson01] Johnson, A.E., Hebert, M.: Using spin images for effcient object recognition in cluttered 3d 

scenes. IEEE PAMI 21 (1999) 433{449}   

[Kobbelt03] Kobbelt, L., Schrauder, P., Kazhdan, M., Funkhouser, T., Rusinkiewicz, S.: Rotation invariant 

spherical harmonic representation of 3d shape descriptors. (2003)  

[libfvs]http://sourceforge.net/projects/libfvs/.  

[Ovsjanikov09] Ovsjanikov, M., Bronstein, A., Bronstein, M., Guibas, L.:Shape google: a computer vision 

approach to isometry invariant shape retrieval. In: NORDIA. (2009)  

[Toldo09] Toldo, R., Castellani, U., Fusiello, A.: A bag of words approach for 3d object categorization. In: 

MIRAGE. (2009)  

[Woodford11] O. Woodford, MT Pham, A Maki, F Perbet, B Stenger: Demisting the hough transform. In: 

BMVC. (2011)  

[Grabner11] H. Grabner, J Gall, L Van Gool: What makes a chair a chair? In: CVPR. (2011) 

 

 

 

http://sourceforge.net/projects/libfvs/

